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  Chapter 01
The Bouncer
Three years at a nightclub door. That pattern became my entire career.

My boss pulled me aside on a Tuesday night and told me I wasn't doing my job.

I was 21, working nights at a nightclub in Santa Barbara to help pay for school. Started as a barback. The job was simple: bus tables, restock the bar, stay out of the way. I'd been at it for about a month, and I was good at it. The kind of good where you don't stop moving because the second you stop, you're behind.

But the boss caught one moment. One snapshot of me standing still during a rush, maybe catching my breath, maybe scanning the room to figure out where to go next. Didn't matter. He saw what he saw, and what he saw was a kid not working hard enough.

He chewed me out in front of the staff.

I didn't argue. Not then. I waited until the end of the night, asked for five minutes in his office, and said something like: "I get why you saw what you saw and reacted the way you did. But that moment wasn't representative of what I'd been doing all night. I get paid to do a job, and I'll do it well."

The next night, he asked me if I wanted to learn how to check IDs.

Within a week I was the second security manager on staff. He walked me through what he needed: ABC compliance, risk minimization, the posted rules at the door stanchions when evening hours kicked in. How to read a fake ID. How to manage a line. How to make the call on who gets in and who doesn't.

I didn't realize it at the time, but what happened in that office was the first time I consciously identified a perception gap. My boss had formed an impression from incomplete information and acted on it like it was the full picture. His perception didn't match reality. And my response, without knowing the vocabulary for it, was perception-first: I didn't argue about the facts. I acknowledged his experience of the situation, then offered a different frame.

That pattern became my entire career.



Learning to See

The door taught me things I didn't know I needed to learn.

I'm autistic, though I wouldn't get that diagnosis for years. Eye contact was overwhelming for me. Not metaphorically. Literally. Looking someone in the eyes felt like staring into the sun. But I could see that other people extracted meaning from it, that it signaled something I wasn't naturally receiving. So I studied it the way you'd study a foreign language. Not the feeling of it, but the mechanics.

Working the door meant over a thousand face-to-face interactions a night. A 300-capacity venue open from 8 PM to 1:30 AM, people cycling through every couple hours. You do the math. I had to learn fast. I started noticing what happened when I held eye contact versus when I didn't. When I softened my posture versus when I squared up. When I led with warmth versus authority.

The greeting was the breakthrough.

Early on, I'd ask people how they were doing. Literal, genuine, because that's how my brain works. A woman stopped me one night and told me I should never ask that question because someone could be having a terrible day. She was right. The question forced people into a decision: be honest or perform. Neither serves the interaction.

So I stopped asking. Instead, I'd tell people I hoped they were having a good night. Small change. Massive difference. People's attention turned on. They'd make eye contact back. They'd smile. Instead of a ritual exchange, it became a real moment. The greeting activated something.

I didn't have words for what I was seeing. I just knew that when I got the first few seconds right, everything after was easier. The ID check was smoother. The "you've had enough" conversation was calmer. The "time to leave" moment at closing was less hostile.

The first few seconds were doing all the work.



1:30 AM

The nightclub held about 300 people. Every night at 1:30 AM, same problem: the DJ announces we're closing, the house lights slam on, and I'm barking at 300 drunk people to get out. They hated it. I hated it. Fights broke out. Stragglers lingered. The whole thing was hostile and exhausting.

So I tried something different.

At 1:10, twenty minutes before close, I'd walk table by table. "Hey, last call's coming up. Get any drinks you want now. Thanks for coming out tonight." That's it. No urgency. No authority voice. Just information, a suggestion, and respect.

At 1:30, when the DJ made the announcement and the lights went up, half the venue was already heading for the door. No barking. No fights. And bar sales went up 30% in those last 20 minutes, because people ordered one more round when I gave them the chance instead of the boot.

I didn't know what to call what I'd done. I just knew it worked, and I knew why it worked. The old way treated people like obstacles to be removed. My way treated them like people with their own goals who'd cooperate if you gave them the right information at the right time in the right tone.

I'd primed each table with a personal visit. Set the tempo by starting twenty minutes early. Given them a clear next action. Resolved the experience with genuine thanks. By the time the lights came up, leaving felt like their idea.

That's conducting. Not commanding, not funneling, not manipulating. Conducting. Like a musician who's reached the point where they stop thinking about technique and focus entirely on how the music makes you feel.



The Same Pattern, Everywhere

Santa Barbara was an interesting place to learn this. It was a playground for wealthy people, full of signals about what perception means in real life. What people wore, where they ate, how they carried themselves. It spoke volumes about their priorities, their wealth, their aspirations. International students visiting made it even more visible. The whole town was a microcosm for why looks and lifestyle matter in a tangible way, and how people associate themselves with those patterns and circles.

I could see the ruleset: who you know matters more than what you know. I wanted to get around that rule. I believed, and still believe, that being so good they can't ignore you is the better path. But the reality of how many smart, hungry people know the same thing and are competing for the same attention is humbling.

What I was developing, without a name for it yet, was a sensitivity to the gap between how things are and how things are perceived. The boss who saw a lazy barback instead of a hard worker. The greeting that activated attention instead of triggering a ritual. The closing announcement that felt like a command versus the table visit that felt like a courtesy. In each case, the underlying reality was the same. The perception was the variable.

My first real website was for the fraternity chapter I helped co-found with 49 other guys at UCSB. It never made it to production, but it was the first time I connected code with graphics and styling, and it hooked me. I pitched a website to the nightclub itself in 2007. They liked it. Not enough to pay for it, but they liked it.

In 2010, I co-founded a web design and hosting company. We specialized in high-traffic event sites, and our first wave of clients came through a connection to Barbara Corcoran's network. Yes, that Barbara Corcoran, the one from Shark Tank. I handled design and operations; my co-founder handled the development and infrastructure. For three years, we built websites for dozens of clients, and I kept experimenting with the patterns I'd been noticing since the nightclub: what makes a visitor trust a page in the first second? What makes them stay? What makes them act?

I wasn't applying a methodology. I was running on instinct informed by undergrad psych courses and a growing shelf of books about cognition, behavior, and persuasion. I could feel when something worked, but I couldn't always explain why.

In 2013, my co-founder had to step away from the business for personal reasons. The company didn't survive the transition. No bitterness. Just an ending.



The Thesis

Steve Krug wrote a book called Don't Make Me Think. Great book. It gave me the vocabulary to talk to stakeholders early in my career. "Users have limited attention, so don't waste it. Lower friction. Reduce steps. Make everything obvious."

He was right about the foundation. But the reality is more nuanced than "reduce friction."

My version is different: users don't think, until you make them.

Nobody is thinking. They're on autopilot. The same way you catch a ball without calculating trajectory, or walk without planning each step, or explain something without scripting your answer first. That's how people interact with websites, products, brands, everything. Autopilot. Energy conservation. The brain handles the vast majority of processing unconsciously.

The design challenge isn't "don't waste their limited attention." It's that effortful attention is dormant by default. The brain is always processing, but conscious engagement is off until something activates it. The real question is: when you do make them stop and actually think, what do they think about? How do they feel? And what do they do next?

That's what I design for. Not the funnel. The activation.

I think of my nightclub hero section. The hero of any website is the table visit at 1:10. If it answers the first five questions a visitor unconsciously processes (What am I trying to do here? Is there a clear path? What's the point of this site? Is this for me? How does it make me feel?), the visitor is primed. Then you conduct them through the rest of the experience as they scroll.

If the hero fails, it's the lights slamming on at 1:30. They're gone before you've started.

Krug wrote the definitive book about cognitive load, the part about reducing cognitive friction so conscious decisions feel effortless. But there are four more layers above L0: first impressions, processing fluency, perception bias, and decision architecture. Those layers are what this series is about.

In the 15 years since that nightclub, I've applied these patterns to everything I've touched. A smart home brand tripled its annual revenue. Same product. Different perception. Costco pallet placement, Disney licensing, Walmart shelves. An improv theater increased online ticket sales by half again. A vacuum sealer company has been a client for nearly a decade because the perception compounds.

It all comes from the same instinct. Design for how people actually perceive and process the world, not how you wish they did.



What Comes Next

The next time you look at a website, notice what you feel before you start analyzing. That split-second impression, the gut response before your conscious brain catches up, that's the gap where the real design happens. Most designers skip straight to the analysis. I'm asking you to pay attention to the moment before it.

This series is 12 chapters. I'll walk through the five layers of Perception-First Design, the science behind each one, the cases where I've applied them, and the ethical questions that come with designing for perception. I'll also tell you where the framework breaks down and what I haven't figured out yet.

Next: They're Already Not Thinking. The autopilot problem, predictive processing, and why Krug's first law is correct but incomplete.


Key Terms



	Perception gap	The difference between how something is and how it's perceived. The boss saw a lazy barback; the reality was a hard worker catching his breath. Design operates in this gap.

	Activation point	A designed moment that shifts a user from unconscious processing to conscious engagement. The greeting at the door. The table visit at 1:10. The hero section on a website.

	Conducting	Guiding a user's attention and emotion through an experience, the way a musician conducts a performance. Not commanding, not funneling. Priming, then directing flow.

	Five layers	The full Perception-First Design framework: Cognitive Load, First Impressions, Processing Fluency, Perception Bias, and Decision Architecture.
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Chapter 02
They're Already Not Thinking
The autopilot problem, predictive processing, and why Krug's first law is correct but incomplete.

Every night at the door, I'd watch the same thing happen.

Someone walks up to the venue. They glance at the entrance, the lighting, the crowd visible through the window, the energy spilling onto the sidewalk. In maybe half a second, their body language tells me whether they're coming in. Shoulders forward, wallet already coming out of their pocket. They're in. Shoulders back, half-turn toward their friend, slight hesitation. They're about to suggest going somewhere else.

Nobody was deciding. Nobody was weighing the pros and cons of this bar versus the one down the street. They were pattern-matching. Does this place look like the kind of place I want to be tonight? Does it match the picture in my head? If yes, autopilot carries them through the door. If no, autopilot carries them past it.

By the time someone was standing at my door, the outcome was already locked in. My job wasn't to convince them. It was to not break the thing that was already working.



Don't Make Me Think

Steve Krug published Don't Make Me Think in 2000, and it changed how an entire generation of designers approached the web. His core insight was elegant: users don't want to puzzle over your interface. Make things obvious. Reduce friction. Don't ask people to think when they're trying to accomplish a task.

He was right. For L0 (cognitive load, navigation clarity, interface usability), his book is still the best practical guide I know. I used it early in my career to have productive conversations with stakeholders who didn't speak design. "Don't make them think" is a phrase anyone can understand, and it unlocked real improvements on real projects.

But there's an assumption buried in Krug's framework that deserves examination: the idea that users arrive at your site in a state of active attention that you then need to conserve. That they show up thinking, and your job is to reduce the thinking so they can act.

That's not what I saw at the door. And it's not what the science says either.



Nobody Is Thinking

The thing about your website visitors that changes everything once you internalize it: they're not thinking.

Not "they don't want to think." Not "they have limited attention." They are, in a meaningful cognitive sense, not engaged. They're on autopilot. The same way you catch a ball without calculating trajectory, walk without planning each step, or drive a familiar route without remembering the turns. That's how people browse the web. Automatic. Unconscious. Energy-conserving.

Daniel Kahneman laid the groundwork for this in Thinking, Fast and Slow (2011). His System 1 / System 2 framework describes two modes of cognition. System 1 is fast, automatic, and effortless. It handles pattern recognition, snap judgments, emotional reactions, and the vast majority of daily processing. System 2 is slow, deliberate, and effortful. It handles complex reasoning, careful comparison, and conscious decision-making.

Most of life runs on System 1. Nearly all web browsing does.

When someone lands on your homepage, System 2 is off. Not low-power. Not conserving energy. Off. System 1 is doing what it always does: scanning for patterns, checking predictions, deciding in milliseconds whether this environment matches expectations. If everything matches, if the site looks like what they expected, if the information is where they predicted it would be, if nothing triggers a "wait, what?" then System 1 handles the entire visit. The user scrolls, clicks, maybe converts, and leaves without ever consciously engaging with your design.

This is the default state. Not the exception.



The Prediction Machine

Contemporary cognitive science has a framework for this mechanism called predictive processing, and it's one of the most significant developments in how we understand the brain.

Andy Clark's Surfing Uncertainty (2016) describes the brain not as a passive receiver of sensory information but as a prediction machine. Your brain is constantly generating models of what it expects to encounter: what the next visual frame will look like, what the next sound will be, what will happen when you reach for your coffee cup.

Perception isn't bottom-up (data comes in, brain processes it). It's top-down (brain predicts what data should look like, then checks).

Karl Friston's free energy principle (2010) provides the mathematical foundation. The simplified version: the brain is always trying to minimize surprise. It builds internal models of the world and works to keep those models accurate. When reality matches the model, processing is smooth and unconscious. When reality violates the model, prediction error fires, attention activates, and the brain spends energy updating.

This is why it matters for design: when your website matches the brain's predictions at every level, the entire experience is processed unconsciously. The user doesn't notice your navigation because it's where they expected it to be. They don't notice your color scheme because it matches the category norms for your industry. They don't notice your layout because the visual hierarchy confirms their scanning patterns.

They don't notice your design at all. And that's supposed to be good.

The framework goes deeper than prediction-matching.

Ran Hassin reviewed a decade of evidence in 2013 and concluded that the unconscious performs every high-level cognitive function previously assumed to require awareness. Decision-making, goal pursuit, cognitive control, self-regulation.

Pre-verbal arousal isn’t a warm-up for conscious thought. It’s the primary processing mode.

And it runs in two measurable directions. Reward cues presented below conscious threshold drive motor behavior before they’re consciously registered. Interfaces that land as near-human-but-not-quite trigger an eeriness response before conscious evaluation can fire.

The brain works toward rewards it never consciously registers. The brain rejects interfaces that register as uncanny before it can articulate why.

Both polarities run under autopilot. What you feel, whether positive pull or visceral rejection, arrives before the analytical mind shows up to explain it.



The Invisible Visit

But Krug's framework doesn't reach this far.

If the user is on autopilot, if System 1 is handling the visit and System 2 never activates, then they're not deciding anything. They're gliding. And gliding doesn't lead to conversion. Gliding leads to bouncing. Not because something went wrong, but because nothing went right enough to make them stop.

Think about the difference between walking past a store and walking into one. Walking past is autopilot. The storefront matched your predictions ("that's a store"), nothing violated your model, and System 1 carried you right past it. You didn't decide not to go in. You never considered it. The store was processed and dismissed without conscious engagement ever firing.

That's what happens to most website visits. The user lands, System 1 scans, nothing triggers engagement, and they leave. Your analytics show a bounce. But it wasn't a decision to leave. It was a failure to activate a decision to stay.

This is the gap in "Don't Make Me Think." If you optimize exclusively for frictionless processing, if the entire experience glides by without ever generating a moment of conscious engagement, you've designed a beautiful, usable website that nobody converts on. They processed it. They just never engaged with it.

The design challenge isn't "don't waste their attention." It's that effortful attention is dormant by default, and you need to know when and how to wake it up.

I call that moment an activation point.

In predictive processing terms, an activation point is a controlled prediction error. Something in the design that doesn't quite match what the brain expected. Not enough to trigger rejection, but enough to generate a "wait, what?" that pulls System 2 online.

I was creating activation points at the nightclub years before I had the framework for them. That table visit at 1:10 ("Hey, last call's coming up, get any drinks you want now") was a controlled interruption. People were on autopilot: drinking, talking, having a good time. My visit introduced a prediction error (someone just appeared at my table with new information). But it was calibrated. Personal tone, useful information, respectful framing. So instead of triggering annoyance or resistance, it activated engagement. People went to the bar. Sales went up 30% in those last twenty minutes.

On a website, the hero section is the activation point. It's the first thing that has the opportunity to break autopilot and create conscious engagement. If it does its job, if it generates a prediction error that's interesting rather than confusing, the user shifts from scanning to reading, from gliding to engaging, from System 1 to System 2.

If it doesn't, they glide right past you. Not because your site was bad, but because it was invisible.



The Activation Model
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Two Failure Modes

This reframes the entire design conversation. It's not about attention as a scarce resource you need to budget carefully. It's about attention as a dormant system you need to activate strategically.



		The Industry Says	I Say



	Assumption	Attention is scarce; conserve it	Effortful attention is dormant; design the activation

	Goal	Reduce friction to goals	Create the right moments that make someone stop, think, and act

	Failure mode	User runs out of patience	User never engages; autopilots right past you

	Metaphor	Budget of attention	Autopilot with activation points




Both columns are true. That's important. I'm not saying Krug was wrong. He was describing a real phenomenon: when users are actively trying to accomplish something, unnecessary complexity drives them away. That's real. That's L0, cognitive load. You need it in place first.

But L0 only handles one failure mode: "the user was engaged and you lost them." It doesn't address the more common one: "the user was never engaged and you never had them."

Krug's first law of usability is correct. It's also only the foundation.

The full picture: reduce friction on actions, invite engagement on value. Make the mechanics invisible. Make the meaning unmissable.



The Upstream Problem

There's a practical consequence here that most design processes miss entirely.

If you accept that users are on autopilot by default, then a huge percentage of "conversion problems" aren't what they look like. They look like friction problems ("the checkout is too complex," "the CTA isn't prominent enough," "we need to A/B test the button color"). And sometimes they are. Cognitive load matters.

But often, the real problem happened upstream. The user never shifted out of autopilot. They never engaged with your value proposition because the design never activated their attention. They scrolled past your perfectly worded copy because nothing in the visual experience created a prediction error worth stopping for.

I've seen this in every engagement I've worked on. The client comes in saying "our conversion rate is low" and pointing at the checkout flow. But the data shows the real drop-off is much earlier: the homepage, the landing page, the first scroll. The user isn't abandoning a process. They never started one.

You can't A/B test your way to understanding this. A/B testing compares two versions of a conscious experience. If the user never reaches conscious engagement, you're comparing two versions of invisible. The lift will be marginal at best, because the problem isn't in the details you're testing. It's in the layer you're not seeing.



Methodology Siblings

This framework isn’t novel. Three older traditions saw different parts of the same territory before PFD did.

Mitsuo Nagamachi formalized Kansei engineering at Hiroshima University in 1995. Kansei translates roughly as “psychological feeling, image of a new product.” The methodology maps consumer affective response onto measurable product attributes, then engineers toward the target feeling.

It’s PFD’s closest ancestor: both start with the pre-verbal response and work backward to design decisions. Anyone doing serious work in automotive, consumer electronics, or product design in Japan already knows it.

Max Wertheimer, Wolfgang Köhler, and the rest of the Berlin School published Gestalt psychology in the 1920s and 30s. Wolfgang Metzger’s 1936 book Laws of Seeing remains one of the clearest empirical treatments of how the visual system constructs meaning from raw input.

Proximity, similarity, closure, continuity, common fate, figure/ground. These aren’t decorative rules. They’re the first systematic description of how perception organizes itself.

L1 and L2 in the PFD stack are applied Gestalt. The debt is direct.

Helmut Leder in Vienna and Martin Skov in Copenhagen have spent the last two decades building neuroaesthetics, the modern empirical project of mapping aesthetic experience onto neural substrate. Amygdala, orbitofrontal cortex, reward pathways.

PFD shares the sciences with all three. What it adds is the dependency stack.

Kansei engineers the feeling but is silent on layer ordering. Gestalt describes the perception but not the decision. Neuroaesthetics explains the brain but isn’t a working methodology for a Tuesday afternoon.

What I add: the ordering rule and the operational protocol, the thing that tells you which layer to fix first and why the fix won’t take if you skip the floor. The rest is inherited.



What to Take From This

Everything else in this book builds on this thesis.

Your users are not making decisions on your website. They're running predictions. Their brains are pattern-matching against expectations built from every other website they've ever visited, every store they've ever walked into, every first impression they've ever formed. When the patterns match, processing is smooth and unconscious. When they break, attention fires.

Your design needs to do two things that sound contradictory but aren't.

First, match predictions where it matters. Navigation, layout structure, visual category norms. These should feel familiar. Violating them generates the wrong kind of prediction error: confusion, suspicion, the "this doesn't feel right" response. This is Krug territory. Don't make them think about the mechanics.

Second, break predictions where it counts. Your value proposition, your differentiation, the thing that makes you worth stopping for. This needs to generate a prediction error that triggers curiosity instead of avoidance. The brain encounters something it didn't predict, and instead of clicking away it leans in. "Wait. That's different. Tell me more."

The whole art is knowing which predictions to match and which to break. Get it wrong in the first direction and you have a confusing mess. Get it wrong in the second and you have a perfectly usable site that nobody remembers visiting.

Get it right, and you have an experience that feels effortless AND meaningful: smooth where it should be smooth, engaging where it needs to be. A site that people don't just use but actually notice.

Perception-First Design exists to solve this problem: to design the activation, not just manage the friction.

Next: The Tuning Fork. On what happens when your own perceptual instrument is calibrated differently, and why that turned out to be the whole point.


Key Terms



	Autopilot	The default cognitive state where the brain processes information unconsciously through pattern-matching, without deliberate engagement.

	System 1 / System 2	Kahneman's dual-process framework. System 1 is fast, automatic, and effortless. System 2 is slow, deliberate, and effortful. Most web browsing runs entirely on System 1.

	Predictive processing	The brain continuously generates predictions about incoming sensory data and only allocates conscious attention when predictions are violated.

	Free energy principle	Friston's mathematical framework: the brain minimizes surprise by maintaining and updating internal models of the world. Matched predictions = smooth processing. Violations = attention.

	Pre-verbal arousal	The primary processing mode of the unconscious: it performs every high-level cognitive function (Hassin, 2013) and operates in two measurable directions. Positive: subliminal reward drives motor behavior (Pessiglione et al., 2007). Negative: uncanny-valley response triggers rejection before analysis (Mori, 1970). What you feel arrives before the analytical mind shows up to explain it.

	Prediction error	The mismatch between what the brain predicted and what actually occurred. Generates attention and triggers model-updating. The mechanism behind activation points.

	Activation point	A controlled prediction error in design that shifts users from autopilot to conscious engagement without triggering rejection or confusion.
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Chapter 03
The Tuning Fork
What happens when your own perceptual instrument is calibrated differently, and why that turned out to be the whole point.

My partner said something to me a few years ago that I still think about.

We were in the middle of a conversation. I was explaining something I was excited about, going deep on some technical detail, building the argument layer by layer the way I do. He stopped me and said: "Do you realize you're not picking up on me not being interested at all in what you're talking about?"

He wasn't being cruel. He was being accurate. I had missed every signal. The shortened responses. The body language pulling away. The polite nodding that meant "I'm done" and not "keep going." All of it had sailed past me while I was inside the structure of my own thought.

That moment crystallized something I'd been circling for years. I don't read rooms the way most people read rooms. I never have.



I'm autistic. Formally diagnosed, ASD. And I have severe combined-type ADHD.

For most of my life I didn't have the vocabulary for either of those things. I just knew that certain parts of being human felt like they were running on a different operating system than what everyone else seemed to have. Eye contact felt like staring into the sun. Conversations had rules I could observe but not feel. Small talk was a protocol I memorized rather than a thing I enjoyed. And my attention was either a laser or a scattered mess, nothing in between.

I want to be clear: this is not a disability narrative. I'm not telling you this because it's inspirational. I'm telling you because these two things, the autism and the ADHD, turned out to be the reason I can do what I do. They're not obstacles I designed around. They're the instruments I design with.



The autism gave me something specific. Because I don't process social cues automatically, I had to learn them the way you learn an instrument. Theory, practice, application, more practice, repeating that loop until the thing that started as conscious effort became something closer to fluency.

I didn't learn what a smile means by feeling it. I learned it by observing patterns. Cataloging responses. Testing hypotheses in real interactions and noting what worked and what didn't. Someone leans forward, usually engagement. Feet pointing toward the door means they're ready to leave. Eyes breaking down and to the left, that's internal processing. To the right, they're constructing something to say.

Most people absorb this stuff unconsciously as children. Their social cognition is intuitive, built from millions of micro-interactions processed automatically by neural architecture that handles it below the level of awareness. They can read a room without knowing how they read a room.

I can't do that. What I can do is tell you exactly what I'm reading and why. I can articulate the patterns because I had to learn them explicitly. The mechanics under the intuition, the part that's invisible to everyone else, that's the only version I have.



Working the door at the nightclub was where this became an advantage instead of a limitation.

A thousand face-to-face interactions a night. A 300-capacity venue, people cycling through every couple of hours. I had to get fast at reading signals I couldn't process naturally. So I built systems. Specific cues mapped to specific responses. Posture combinations that predicted behavior. Vocal patterns that told me whether someone was escalating or winding down.

Analytical social cognition. The deliberate kind, where every read is a conscious act of pattern recognition, nothing like the warm, effortless version most people run on. Slower at first. But with thousands of repetitions per week, it got fast. And because it was explicit rather than intuitive, it was transferable. I could apply it to any social system, not just the one I grew up in.

Most people miss this about neurodivergent perception: when you learn a skill analytically that others learn intuitively, you end up understanding the mechanics at a level they never need to reach. A native speaker knows their language fluently. A non-native speaker who achieved fluency knows the grammar.

I know the grammar of social perception. And people interact with websites the same way they interact with other humans.



The ADHD is a different instrument entirely.

Some experiences are literally painful for me. Not metaphorically. Cluttered interfaces, confusing navigation, forms that ask for the same information twice, pages that make me hunt for the thing I came to find. These don't just annoy me. They hurt. The cognitive load registers in my body as a physical sensation, a tightness, an agitation, a need to escape.

What most designers theorize about, I feel.

That sensitivity is extreme. Most users experience friction as mild annoyance or unconscious abandonment. They leave a confusing site without knowing why they left. For me, the "why" is screaming. I can point at the exact element that broke the experience, name the cognitive load it imposed, and explain why it triggered the exit response. Because I live on the sharp end of that response every day.

The ADHD also gave me something I didn't expect: years of building mental prostheses.

If something is out of sight, it's out of mind. I mean that literally: if I can't see it, it doesn't exist in my working memory. So I keep post-it notes on my desk for today's tasks. Not because I'm organized. Because without them, I forget what I'm doing mid-sentence.

I have to actively "turn on" when listening to people. Processing the non-verbal cues, the implications, the context, the said-vs-unsaid. Neurotypical people handle this automatically. For me it's a learned skill, like a dancer controlling every muscle on stage. It looks natural from the audience. Backstage, it's deliberate effort.

Those prostheses, the external memory aids, the active listening protocols, the friction-reduction strategies, they map directly to design.

"Out of sight, out of mind" becomes a design question: what must we show versus what we want to show versus what we could show? Then cut everything except what we must show. Active listening becomes user empathy: who is this for, what's at stake, what's the desired outcome, what's being said and what's not being said?

The scaffolding I build for my own brain is the scaffolding I build for users.



There's a concept in accessibility called the curb cut effect. It comes from a literal observation: when cities started cutting curbs at crosswalks for wheelchair users, everyone benefited. Parents with strollers. Delivery workers with hand trucks. Travelers with rolling luggage. Runners. Skateboarders. A modification designed for a specific disability turned out to be better design for everyone.

My entire career in one concept.

Design is prosthesis for human cognitive functions and limitations. I know that because I've been building prostheses for myself my whole life. The strategies I developed to manage my own attention, reduce my own cognitive load, and compensate for my own processing gaps, those turned out to be exactly what users need, not because they share my diagnosis, but because the human brain has universal constraints that good design accommodates and bad design ignores.

The post-it note principle (out of sight, out of mind) applies to every user. If your call-to-action scrolls off screen, it stops existing. The active listening principle applies to every interface. If your design doesn't signal that it understands the user's goal, the user feels unheard.

What I built for my own cognitive accessibility helps everyone. The curb cut effect, in pixels instead of concrete. It keeps showing up in design because human cognition has limits, and designing for those limits is what good design is.



Around 2012, a friend I met at a Chicago meetup about emotions in video games suggested I try improv.

I went in already analytical. The only way I know how to go into anything. And improv, it turned out, was the bridge between the two halves of my perceptual system: the analytical social cognition from the autism and the raw sensitivity from the ADHD.

One of my improv teachers gave me a formula: (Listen) x (Act + React). The formula for being in the moment. If Listen equals zero, if you're not attending, then everything else multiplies by zero. Nothing you do matters if you haven't heard what's actually happening.

That formula hit me like a brick. It was the nightclub door distilled into mathematics. Every successful interaction I'd ever had, every table visit at 1:10, every greeting that activated attention instead of triggering a ritual, they all started with listening. With receiving the room before trying to change it.

Improv taught me other principles that turned out to be design tools, not metaphors.

"Yes, and." Accept what exists and build on it. Don't throw everything out when something feels wrong. Brick by brick, not castle at a time. In design: inherit the existing brand, acknowledge the current state, then layer improvements. Stakeholders who feel heard will let you push further than stakeholders who feel overridden.

"If this is true, what else is true?" One insight cascades. If this demographic behaves this way on mobile, what else follows? If this is the brand voice on the homepage, it should be the brand voice everywhere. Follow the thread.

"It's not for you, it's for them." Protect the design from stakeholder preferences. Design for the target's autopilot, not your own comfort. Not the CEO's taste. Not the designer's portfolio. The user's actual perceptual experience.

These aren't improv rules borrowed as clever analogies. They're operational tools I use every week. When a client says "can we add a banner here?" my response is yes-and: "Yes, and if we add it, here's what it does to the user's attention at this point in the scroll. Is that the trade-off we want?" When I audit a site, I'm asking "if this is true, what else is true?" about every signal the design sends.



All of this connects back to the diagnostic process I described at the end of the last chapter.

Step 1 of the PFD diagnostic is Feel. Arrive at the page and let the emotional response fire before your conscious brain translates it into words. "This makes me feel X." The feeling comes before the language. System 1 before System 2.

That step, the pre-verbal emotional read, is where my ADHD sensitivity becomes the diagnostic instrument. Most designers can learn to do this. They can practice pausing before analyzing, noticing their gut reaction, giving the emotional response room to register. But for me, it's not optional. The feeling arrives whether I want it to or not, louder than it arrives for most people, impossible to ignore.

The emotional response IS the diagnostic instrument. Like a tuning fork that resonates at the slightest vibration while everyone else needs to put their ear to the surface.

This is the part of PFD that may not be fully teachable. I've thought about this honestly. The lens, the empathy-first approach, the "design for how they perceive, not how you wish they'd perceive" mindset, that's completely teachable. Give anyone that lens and they get better immediately. The pattern library, the hundreds of projects of instant recognition, that takes years. No shortcut. But the sensitivity, the neurodivergent tuning fork, the thing that lets me feel cognitive friction before I can name it? That might be native hardware.

The good news: the diagnostic process, Feel, Unpack, Diagnose, Prescribe, can be taught as a substitute. You don't need my nervous system to run the protocol. You need to practice the pause. You need to learn to notice your own pre-verbal reactions instead of skipping past them. You need to treat the emotional read as data instead of noise.

The tuning fork is calibrated differently in my case. But everyone has one. Most people just haven't learned to listen to it.



I want to be direct about what this chapter is really saying, because it's easy to read it as "neurodivergence is a superpower" and leave it there. That framing is too simple.

Autism and ADHD cost me things. Relationships where I missed signals for months. Jobs where I couldn't mask well enough. Days where the ADHD makes it impossible to start a task I genuinely want to do. The sensitivity that lets me feel friction in a design also means I feel friction in a grocery store, in a crowded room, in a conversation that goes sideways. It's not selective. It's all the time.

What I'm saying is narrower and more specific. The same cognitive architecture that creates difficulty in some contexts creates professional advantage in one specific context: understanding how humans perceive and process designed experiences. The analytical social cognition lets me see patterns that intuitive readers can't articulate. The friction sensitivity lets me feel problems that typical users walk past. And the years of building prostheses for my own brain taught me what good scaffolding looks like, because I can't function without it.

Not a superpower. A trade-off that happened to land in a useful place.



The improv filled the last gap. Before improv, I had the analytical read and the emotional sensitivity, but they operated in parallel. The analysis was one track, the feeling was another, and bridging them in real time was clumsy. Improv taught me to integrate them. To feel the room and act on the analysis simultaneously. To let the emotional read inform the analytical response without either one drowning out the other.

The diagnostic protocol came directly from that integration. Feel first: the ADHD instrument. Then Unpack what specifically triggered that feeling. Then Diagnose which of the five layers is the source. Then Prescribe what would resolve the violation without creating new ones. The analytical and the intuitive, working together, sequenced deliberately because that's how I learned to do it.

The tuning fork doesn't work without the analysis. The analysis doesn't work without the tuning fork. The methodology is the integration of both.



If you remember one thing from this chapter, make it this.

Your own perceptual system is an instrument. It has a calibration. It has biases and sensitivities and blind spots. The first step in designing for how other people perceive is understanding how you perceive. Not to center yourself in the process, but to know your instrument well enough to compensate for its tuning.

If you're neurotypical, your social cognition is probably intuitive. That means you'll read rooms quickly but struggle to articulate what you read. Practice the pause. Practice naming what you feel before you analyze it. Practice the Feel step until it becomes habitual.

If you're neurodivergent, your instrument is calibrated differently, not worse, not better, just tuned to different frequencies. Figure out what your calibration catches that others miss, and what it misses that others catch. Then build the protocol that accounts for both.

The diagnostic starts with Feel because perception starts before language. Before analysis. Before any conscious processing at all. If you skip that step, you're designing from your assumptions instead of from the user's experience. And your assumptions, no matter how educated, are not the same as the pre-verbal read.

The tuning fork doesn't lie. But you have to learn to hear it.

Next: Cognitive Load. On why working memory holds 3–5 things (not 7), and what happens when your site steals all of them before the user starts.


Key Terms



	Analytical social cognition	Learning social cues through deliberate observation and pattern recognition rather than intuitive absorption. Slower to develop, but produces explicit, transferable understanding of the mechanics.

	Friction sensitivity	The heightened awareness of cognitive load that comes with ADHD. Where most users experience friction as mild annoyance, friction sensitivity registers it as a physical, unavoidable signal.

	Mental prostheses	External scaffolding built to compensate for cognitive gaps: post-it notes for working memory, active listening protocols for attention, progressive disclosure for information overload. The same scaffolding good design provides to all users.

	Curb cut effect	A modification designed for a specific disability that turns out to be better design for everyone. Cognitive accessibility features work the same way.

	(Listen) x (Act + React)	The improv formula for being in the moment. If Listen equals zero, everything multiplies by zero. The foundation of both good improv and good design.

	The tuning fork	The pre-verbal emotional response that serves as the diagnostic instrument in Perception-First Design. Everyone has one. Most people haven't learned to listen to it.







Chapter 04
Cognitive Load (Don't Make Me Think)
Cognitive load is the least glamorous layer of design and the one every other layer depends on. Your visitor’s brain has a hard cap, and your interface is spending it.

The Simply Smart Home website had a problem that nobody on the team could name.

The product was good. WiFi-enabled digital photo frames, priced competitively, solid reviews from people who actually owned them. The company was growing. But the website felt like reading the back of a box. Very matter-of-fact statements. Feature specs. Bullet points about resolution and connectivity. Not much else.

I asked the team a simple question: if someone lands on this homepage for the first time, what do they learn in the first five seconds? The answer was sobering. They learn that a product exists. Maybe they learn its name. But they don’t learn what it does for them, why they’d want one, or what to do next. They’d have to work to figure all that out.

And that word, “work,” is the whole problem.



Every design framework needs a ground floor. Something that has to be true before anything else matters. For Perception-First Design, that ground floor is cognitive load. Specifically: your visitor’s brain has a hard cap on how much it can hold at once, and if your design exceeds that cap, everything else you’ve built on top of it collapses.

This is the least glamorous chapter in this book. There’s no drama in “reduce complexity.” It doesn’t make for a compelling conference talk. But without this foundation in place, first impressions don’t form correctly, processing fluency can’t establish rhythm, perception biases can’t be optimized, and decision trails lead nowhere. You can’t perceive anything without the bandwidth to do so.

This is where I give Krug his due. This IS Krug territory. Reduce friction. Don’t make them think about the mechanics. He wrote the definitive book about this layer, and if you haven’t read it, you should. Everything I’m about to say about cognitive load, he said first and said well.

But his book stays at that layer, intentionally, and well. I’m treating it as the foundation.



The science starts with one of the most misquoted findings in psychology.

In 1956, George Miller published a paper called “The Magical Number Seven, Plus or Minus Two.” It became one of the most cited papers in the history of cognitive science, and it’s been misunderstood almost from the moment it hit print. Ask any designer how many items a user can hold in working memory and they’ll tell you seven, plus or minus two. It’s in every UX textbook. It’s the reason navigation bars have seven items. It’s the reason phone numbers have seven digits (they don’t, but people say this).

Miller wasn’t proposing a working memory limit. He was making a rhetorical observation about the recurrence of the number seven across disparate information-processing phenomena: channel capacity, absolute judgment, memory span. It was a pattern he found interesting and possibly coincidental. The paper is playful. He calls the number seven a “pesty” digit that “follows him around.” He was describing a curiosity, not a law.

The actual working memory limit is smaller. Nelson Cowan established the modern estimate through carefully controlled experiments published in 2001 and updated in 2010. When you prevent people from using rehearsal strategies (repeating things in their head) and grouping strategies (chunking phone numbers into segments), the limit drops to roughly 3 to 5 chunks. Not seven. Three to five.

That distinction matters more than it sounds. If you’re designing a navigation with seven top-level items because “Miller says seven,” you’re already over budget for most visitors. You’re burning their working memory on orientation before they’ve even started evaluating your product.



John Sweller formalized this in 1988 with Cognitive Load Theory, and his framework gave me language for something I’d been feeling for years.

Sweller distinguishes between two types of load. Intrinsic load is the complexity inherent to the task itself. Comparing health insurance plans is intrinsically complex. Picking a t-shirt size is intrinsically simple. You can’t change intrinsic load. The task is what it is.

Extraneous load is the complexity your design adds on top of the task. Confusing navigation. Unnecessary form fields. Three columns of competing information when the user needs one. A dropdown with 47 options when 6 would do. Every unit of extraneous load you pile onto the visitor is a unit of working memory stolen from the task they’re actually trying to accomplish.

Think about it in concrete terms. A visitor arrives at your site with, let’s be generous, 4 chunks of working memory available. If your navigation takes 1 chunk to parse, your layout takes 1 chunk to orient, and your hero section presents 3 competing calls to action that each take a chunk to evaluate, you’ve already exceeded capacity. The visitor hasn’t even started thinking about your product. They’ve spent their entire cognitive budget figuring out your interface.

What happens when the budget runs out? The brain does what it always does when overwhelmed. It takes the easiest action available. On a website, the easiest action is almost always leaving.



When I first sat with the Simply Smart Home homepage, something was tiring me out that I couldn’t point to.

It wasn’t the content. The content was sparse. It wasn’t the navigation either. The navigation was short.

But the page took effort to look at, and the effort was coming from somewhere the visitor couldn’t name.

Ran Hassin and his colleagues published a paper in 2009 that gave me the vocabulary for it. They pushed Sweller’s framework further.

Working memory isn’t just spent on what the visitor actively pays attention to. It’s spent on what they never consciously notice at all.

Background clutter. Inconsistent spacing. Off-system colors. Competing type weights. The visitor doesn’t experience any of these as problems. They can’t articulate them if you ask. But their working memory is paying the bill regardless, because the visual system has to resolve every violation before higher-level processing can proceed.

This reframes what L0 actually means. The old version was “reduce what the visitor stumbles on.” The Hassin version is stronger: reduce what their brain processes, whether they’re attending to it or not.

Three fonts where there should have been two. Photo crops that broke the grid without reason. A button style that drifted across pages.

None of it was bad enough to complain about. All of it was paying rent in working memory that belonged to the purchase decision.



I felt this before I could name it. The ADHD helps.

I’ve talked about my brain in previous chapters, but it’s relevant again here. Some experiences are literally painful for me because of how taxing they are on my attention and cognitive load. Cluttered interfaces, unclear navigation, pages with too many competing elements. These aren’t just “bad design” to me. They’re physically aversive. I feel friction at a higher volume than most people.

That sensitivity turned out to be a professional advantage. What most designers theorize about, I feel. When I land on a page and something is wrong with the cognitive load, I know it immediately, the same way you’d know a room is too hot before checking the thermostat. The feeling comes first. The diagnosis comes second.

At Simply Smart Home, the feeling was: this page is making me work. Not hard work. Not puzzle-it-out work. Just a low-grade friction on every interaction. The product descriptions were comprehensive but didn’t prioritize. The navigation reflected the company’s internal structure rather than the customer’s mental model. The homepage presented information as if the visitor already knew what the product was and why they wanted one.

None of this was broken in the traditional sense. Every link worked. Every page loaded. A conventional usability audit would have given it decent marks. But the extraneous load was constant, and it was eating the bandwidth visitors needed to evaluate the actual product.



What I did wasn’t complicated.

I restructured the content to answer user questions before they had to ask them. Not “anticipate their needs” in the vague, consultant-speak way that means nothing. I mean literally: what are the first three things a visitor needs to know, and does the page tell them in the first three seconds?

For a digital photo frame, those questions are: What is this? What does it do for me? How do I get one?

The old site answered “What is this?” with technical specifications. Resolution. Connectivity standards. App compatibility. All accurate. All useless to someone who hasn’t decided whether they care yet.

I replaced that with emotional context. “Stay connected, even when you’re apart.” A photo frame isn’t a gadget. It’s a way to see your grandkid’s face every morning. It’s a way to be present in someone’s life when you can’t be there in person. That emotional frame answers “What does it do for me?” before the visitor has to figure it out themselves.

Then I cleared the path. One primary action per section. Progressive disclosure for the technical details. Smart defaults on configuration options. The information the visitor needed first was where they’d see it first. The information they’d need later was one click away, not competing for attention on the same page.

This is progressive disclosure in practice, and it’s one of the most powerful tools in the cognitive load toolkit. Show what’s needed now. Reveal the rest on demand. The visitor who wants to know the screen resolution can find it. But they find it after they already understand why they’d want the product, not before.

The result: visitors stopped bouncing at the “what is this?” stage. They understood the product within seconds. They had bandwidth left over to actually consider buying one. The extraneous load was gone, and the intrinsic load of the purchase decision (do I want this? can I afford it? who would I give it to?) could finally do its job.

That bandwidth freed up everything that came later. The perception work, the emotional messaging, the decision trail, all of it depended on visitors having enough cognitive room to receive it. I’ll cover those layers in later chapters. But none of them would have landed if L0 was still broken.



The smart default is the other tool I reach for constantly, and it’s underused.

A smart default means pre-selecting whatever 80% of users would choose. If your product comes in three colors and 72% of customers buy white, the white option should be pre-selected. If your checkout form asks for a shipping address and 90% of customers have the same billing address, “Same as shipping” should be checked by default.

Every decision you remove is working memory you return. And the math is not linear. It’s not that 5 decisions cost 5 units and 3 decisions cost 3. Cognitive load compounds. Each decision depletes the pool, and each subsequent decision draws from a shallower pool. By the fourth unnecessary question, the visitor isn’t just annoyed. They’re cognitively depleted. The quality of every subsequent decision degrades.

This is why form abandonment correlates so strongly with form length. Not because people are lazy (they’re not, they’re just human), but because every field is a withdrawal from a finite account. If you don’t need a field to complete the transaction, delete it. If you need that information later, ask later. A 3-field form and a 12-field form aren’t 4x different in length. They’re an order of magnitude different in cognitive cost.



The practical diagnostic is part of the 5-Minute Perception Audit from the full Perception-First Design framework, and it’s the first test because it maps to L0.

The Path Count test.

Open your site in an incognito window. Pretend you’ve never seen it before. Now count every single decision between landing on the homepage and completing the primary action (buying, signing up, contacting, whatever the core conversion is). Every click. Every dropdown. Every “which one do I choose?” moment. Every fork in the road.

Write that number down. Then do the same thing on your top two competitors’ sites.

If your number is higher, you’re losing to friction. Not because your product is worse or your design is uglier or your copy isn’t compelling. Because every extra decision is a withdrawal from a bank account that started with maybe 4 units in it.

I’ve done this exercise dozens of times with clients. The reaction is always the same. They knew the path was long, but they didn’t realize how long, because they’d stopped seeing the decisions. They’d internalized their own interface. They knew where everything was, so the navigation felt intuitive. To them. Not to the person arriving for the first time with 4 chunks of working memory and no mental model of the site’s structure.



There’s a subtlety here that gets missed. Cognitive load isn’t just about counting elements or reducing choices. It’s about what those choices cost relative to what the visitor is trying to accomplish.

Sweller’s distinction between intrinsic and extraneous load is the key. Intrinsic load is the cost of the actual task. If you’re selling insurance, the comparison between plans is intrinsically complex. You can’t simplify it away without lying about what you’re selling. If you’re selling t-shirts, the choice between sizes is intrinsically simple.

Your job isn’t to eliminate all complexity. Your job is to eliminate every unit of complexity that isn’t the task itself. The insurance comparison should be complex, because it is complex. But the navigation to get there should be trivial. The form to request a quote should be minimal. The layout should direct attention to the comparison rather than competing with it.

I think of it as a budget allocation. The visitor has 3 to 5 chunks. If the task itself takes 3, you get 0 to 2 for the interface. If you burn those remaining chunks on extraneous load, the visitor can’t do the task. They bounce, and your analytics show “high exit rate on comparison page.” But the page didn’t fail because the comparison was too hard. It failed because the interface was too expensive.

I saw this at the nightclub, too. On the busiest nights, when the music was loud and the crowd was dense and the energy was high, patrons had less cognitive bandwidth for everything. If I walked up to a table with a complicated message (“Hey, last call is in twenty minutes, but the kitchen’s already closed, and if you want to settle your tab you can do it at the bar or with your server, and also the coat check closes at 1:15”), I’d get blank stares. Too many pieces of information for someone who’s four drinks in with music at 95 decibels.

But if I said “Last call’s coming up, get your drinks now,” that landed every time. One piece of information. One action. The simplicity wasn’t dumbing it down. It was respecting the bandwidth that was actually available.



How do you know L0 is failing? The signals are consistent.

Users abandon forms halfway through. Not at the end (that’s price resistance or trust failure), but in the middle. Cognitive depletion. They ran out of bandwidth.

High bounce rates on pages with many options. Not because the options are bad, but because the brain looked at the page, estimated the processing cost, and decided it wasn’t worth it. That estimation happens in milliseconds, before conscious evaluation even starts.

People call support for tasks they should be able to do themselves. Not because they’re confused about the product. They’re confused about the interface. “Where do I click?” is L0’s distress signal.

And the one that’s hardest to detect: quiet abandonment. No angry email. No support ticket. No feedback at all. They just leave. The analytics show a bounce, and you have no idea why, because the visitor never engaged deeply enough to articulate a reason. They were gone before the question formed.



There’s a trap here that’s worth naming, because nearly every team falls into it. When something isn’t working on a website, the instinct is to add. Add a banner. Add an explanation. Add a tooltip. Add a second CTA in case they missed the first one.

Every addition is an increase in cognitive load.

I’ve sat in meetings where the solution to “users don’t understand our product” was to add more copy explaining it. The solution to “users aren’t clicking the CTA” was to add a second CTA. The solution to “users aren’t filling out the form” was to add helper text to every field. Each addition made rational sense in isolation. Together, they made the page louder without making it clearer.

L0’s first instinct should always be subtraction. What can you remove? What can you defer? What can you pre-decide? If you’ve got 12 form fields, which 4 are actually required to complete the transaction? If you’ve got 8 navigation items, which 5 map to real user goals? If your hero section has a headline, a subhead, a description paragraph, a video, two CTAs, and a trust badge, what happens if you cut it to a headline, one sentence, and one button?

Almost every site I’ve worked on got better by removing things. Not by adding them.



At Simply Smart Home, the L0 fix preceded everything else. I couldn’t design first impressions for a site that was burning visitors’ bandwidth on orientation. I couldn’t optimize processing fluency when the content structure was fighting the reading order. I couldn’t build a decision trail when there were too many forks in every path.

So I fixed the foundation first. Simplified the navigation. Restructured content around user questions instead of product features. Reduced choices at each step. Applied progressive disclosure so the full depth was still there for the visitor who wanted it, but it wasn’t blocking the visitor who didn’t.

The changes weren’t dramatic. They never are, at this layer. Nobody looked at the new site and said “wow, that’s beautiful” or “what an experience.” They just used it. They found what they were looking for. They understood what the product was and why they’d want one. They had enough working memory left over to actually evaluate the purchase.

Healthy L0 looks like that: invisible, unremarkable, and absolutely essential.

The site went from presenting “very matter-of-fact statements and not much else” to answering the visitor’s questions before they had to ask. The product was the same. The audience was the same. The difference was that visitors could now actually process what they were seeing, because the interface had stopped stealing their bandwidth.



This chapter is both the simplest and the most important in this book.

Every other layer depends on this one. If L0 is broken, first impressions form in a state of cognitive overload, which means they form poorly. Processing fluency can’t establish rhythm when the visitor is already overwhelmed. Perception biases can’t be optimized when there’s no bandwidth to perceive. Decision architecture can’t guide when every fork is one fork too many.

The dependency stack is not a metaphor. It’s operational. If you skip L0 and invest all your effort in a stunning first impression, a consistent brand system, emotionally resonant copy, and a beautifully orchestrated conversion trail, and the visitor arrives to find a 15-item navigation bar, a hero section with three competing CTAs, and a checkout form with 14 fields, none of that investment lands. The bandwidth isn’t there to receive it.
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I’ve seen this happen. A client comes in proud of their rebrand. New colors, new typography, new photography. Gorgeous. And the conversion rate hasn’t moved. Because the cognitive load problems underneath the new paint are exactly the same as they were under the old paint. The visitor still can’t figure out where to go. They still have too many choices. The form is still too long.

Cognitive load isn’t the exciting part of design. It’s the part that makes the exciting parts possible.



There’s a reason I’m covering this layer first, even though the layers above it are where the more interesting design thinking happens. You have to earn the right to do interesting work by getting the boring work right.

I think about this the way a musician thinks about scales. Nobody goes to a concert to hear scales. But every piece of music you’ve ever loved was played by someone who internalized their scales so deeply that they don’t think about them anymore. The scales freed their bandwidth for expression. That’s what L0 does for design. It frees bandwidth, for the visitor and for you, so the expressive layers can land.

If L0 is solid, visitors arrive with their full 3 to 5 chunks available for the experience you’ve designed. If it’s broken, they arrive already depleted, and every layer above it is performing for an audience that can’t hear it.



If you take one thing from this chapter, take the Path Count test. Open your site in incognito. Count every decision from landing to conversion. Compare to competitors. If you’re higher, you’ve found money on the ground.

I’m not talking about conversion rate optimization, A/B testing button colors, or redesigning the hero. I’m talking about subtraction. Remove the decisions that don’t serve the user’s goal. Pre-select the defaults. Hide what’s not needed yet. Delete the form fields that can wait.

3 to 5 chunks. That’s the budget. Spend it wisely.

Next: The 50-Millisecond Verdict, on the fastest judgment your brain makes and why a theater that looked like a hobby project was losing half its ticket sales.


Key Terms



	Cognitive Load Theory	John Sweller’s 1988 framework distinguishing between intrinsic load (task complexity) and extraneous load (interface complexity). The theoretical basis for L0.

	Intrinsic load	The complexity inherent to the task itself. Comparing insurance plans is intrinsically complex. Picking a t-shirt size is intrinsically simple. You can’t change it; the task is what it is.

	Extraneous load	The complexity your design adds on top of the task. Confusing navigation, unnecessary form fields, competing calls to action. Every unit of extraneous load is working memory stolen from the actual task.

	Working memory limit	Cowan’s modern estimate: 3 to 5 chunks, not Miller’s commonly cited 7±2. The hard cap on how much a visitor can hold at once.

	Progressive disclosure	Show what’s needed now, reveal the rest on demand. The visitor who needs technical specs can find them, after they understand why they’d want the product.

	Smart defaults	Pre-selecting whatever 80% of users would choose. Every decision you remove is working memory you return.

	Path Count test	Count every decision from landing to conversion. Compare to competitors. If your number is higher, you’re losing to friction.
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Chapter 05
The 50-Millisecond Verdict
Your site gets judged before anyone reads your headline. The verdict sticks, and no amount of better copy will undo it.

There’s a theater in Chicago called iO. If you know improv, you know iO. Tina Fey performed there. Amy Poehler. Chris Farley. Bill Murray showed up to do sets. It’s one of the most important comedy institutions in the country, the place that trained an entire generation of performers who went on to build modern comedy.

When I got hired to redesign their website, this is what visitors saw: a hobbyist WordPress theme. Inconsistent typography. A Google Maps embed shoved into the hero section. Clip art-adjacent graphics competing with whatever show was happening that week. The calendar was a wall of text. The navigation felt like an afterthought.

I asked people who’d visited the site what they thought. The answer that stuck with me: “It doesn’t look like a real theater.”

That sentence. Not “the navigation is confusing.” Not “I couldn’t find the show times.” It doesn’t look like a real theater. These people knew iO was a real theater. They knew the history, the alumni, the reputation. But the website created a perception that contradicted all of that in under a second. And that perception was costing them ticket sales.



In 2006, Gitte Lindgaard and her colleagues at Carleton University ran a study that changed how I think about design. They showed participants screenshots of websites for 50 milliseconds. Fifty thousandths of a second. Not enough time to read a single word. Not enough time to consciously evaluate anything. Barely enough time for a blink.

Then they asked: how do you feel about this site?

The responses were consistent. Not just within individuals (people gave the same ratings when re-tested) but across participants. Everyone was forming the same impressions from the same sites, at the same speed, without reading a word. Visual appeal, perceived credibility, willingness to stay. All of it evaluated before conscious thought had a chance to engage.

Lindgaard’s finding was striking, but it got more extreme. In 2013, Katharina Reinecke and her team at Google Research pushed the exposure time down further. They found effects at 17 milliseconds. Seventeen. Faster than a single fixation of the eye. The brain is making aesthetic and credibility judgments about your website before the eye has finished its first saccade across the page.

This isn’t a design constraint you can argue with. This is the physics of how the visual system works. Your site gets judged before anyone reads your headline, scans your nav, or scrolls past the fold. And the judgment sticks.



What’s actually being evaluated in those milliseconds isn’t what most designers think.

The obvious answer is “visual appeal,” and that’s partially right. But the research points to something deeper. Your visitors are evaluating your website the way they evaluate people.

In 1944, Fritz Heider and Marianne Simmel showed participants a short animation of geometric shapes moving around a screen. Triangles and circles. Nothing else. And participants spontaneously described the shapes as if they were people: the big triangle was “bullying” the small one. The circle was “trying to escape.” They attributed intentions, emotions, relationships, and goals to shapes that had none of those things.

This wasn’t a quirk of the sample. It’s been replicated dozens of times across cultures and age groups. The human brain is wired to see agency in anything that moves with enough complexity.

And it doesn’t stop at animation. We do it with static designs, brands, products, and yes, websites. Your homepage isn’t a collection of boxes and text to the human visual system. It’s an entity being evaluated for trustworthiness and competence, the same way a stranger at a party gets sized up before anyone says hello.

Mind perception, as Kurt Gray and his colleagues formalized it in 2007, operates on two dimensions. Agency: does this entity seem capable of thinking and acting? Experience: does it seem capable of feeling and sensing? We don’t literally believe a website has a mind. But the same neural machinery that evaluates whether a stranger is competent and trustworthy fires automatically when we encounter anything with enough behavioral complexity to trip the system.

A polished, well-structured site signals Agency: someone capable was behind this. A site with warmth, personality, and human touches signals Experience: someone who cares made this. A site with neither signals nothing, and nothing is worse than bad. Bad at least provokes a reaction. Nothing gets scrolled past.

Your website gets the same evaluation as a person walking into a room. Can I trust this? Is this competent? Does this care about me?



That evaluation happens fast because the brain has been optimizing for it since before you were born.

Mark Johnson and his colleagues showed in 1991 that newborns, within minutes of birth, preferentially track face-like patterns over scrambled versions of the same features. The same eyes, nose, and mouth arranged randomly get less attention than the same elements arranged in a face configuration. Neonatal face preference operates from birth. The brain arrives ready to find faces and evaluate them.

By adulthood, this system is absurdly efficient. Ofir Hershler and Shaul Hochstein demonstrated in 2005 that faces “pop out” in visual search. If you scatter a bunch of objects across a screen and one of them is a face, people find the face faster than any other object regardless of where it appears.

It doesn’t matter how many distractors you add. Faces bypass the serial search process that everything else is subject to. While your eyes would need to scan item by item to find a red square among blue ones, a face jumps out of the field instantly, as if it were a different category of visual object entirely. Which, neurologically, it is.

This is why faces in hero sections work. Not because they’re “engaging” in some vague marketing sense. Because the visual system has a dedicated, pre-conscious detection pipeline for faces that’s been refined by millions of years of evolution. A face in your hero image gets processed before anything else on the page. It’s the first thing the brain locks onto, the first thing that generates an emotional response, and the first data point in the trust evaluation.

Put a face in your hero and you’re using hardware. Leave it out and you’re asking software to do the work.



But faces alone don’t close the deal. The 50-millisecond verdict is a package evaluation, and the biggest factor after faces is something I think of as visual-price coherence. The perceived quality of your design has to match the perceived value of what you’re selling.

I learned this over four years at Simply Smart Home.

The products were $20-35 Android tablets in wood cases. That was the hardware. But we weren’t selling tablets. We were selling “smart home decor.” Digital photo frames that connected families. Video calling devices for grandparents. I invented the category language, designed the packaging, built the brand system, and created a perception architecture where hardware that cost less than a restaurant dinner sold for $120 to $180 as a lifestyle product.

And it worked. People paid it. Not because they were duped, but because the perception matched the experience. The unboxing felt premium. The interface felt warm. The product looked like it belonged on a shelf next to the Sonos and the Nest.

The perception created the value, and then the product delivered on it.

Perceived value mattered more than anything else sales or marketing tried. More than feature comparisons. More than competitive pricing analysis. More than the spec sheets that engineering kept wanting to lead with. The moment a potential customer saw the product (in a store, on the website, in an ad), the 50-millisecond verdict was rendering. Does this look like a $150 product or a $30 product? The answer to that question determined whether they even read the feature list.

The flip side. If I’d put those same products on a website that looked like a $20 experience, no amount of feature copy would have saved the sale. The 50-millisecond verdict would have been: this is cheap. And once that verdict lands, everything downstream is fighting an uphill battle against a first impression that’s already been filed and categorized.

Visual quality has to match price point. A $500 product on a $50 website creates a dissonance that the brain reads as “something is wrong here.” That dissonance isn’t conscious. The visitor doesn’t think “this website looks too cheap for this price.” They feel it. They feel uneasy, skeptical, hesitant.

And then they construct a rational explanation after the fact: “I’ll think about it.” “I want to do more research.” “Something just didn’t feel right.”

The feeling came first. The rationalization followed.



This brings us to the aesthetic-usability effect, one of the most practically useful findings in design research.

In 1995, Masaaki Kurosu and Kaori Kashimura studied ATM layouts in Japan. They created interfaces with identical functionality but different visual designs. Some looked polished. Some looked rough. Users consistently rated the attractive versions as more usable, even when the actual usability was the same. Beautiful things are perceived as more functional.

Noam Tractinsky replicated this in 1997 in Israel, specifically to test whether it was a cultural effect. He expected to find that Japanese aesthetic sensibility drove the result and that Israeli users (who he characterized as more utilitarian) wouldn’t show the effect. He was wrong. The effect replicated perfectly across cultures. This isn’t a Japanese thing or an American thing. It’s a human thing.

The implications are uncomfortable for anyone who separates “design” from “usability.” They’re not separate. They never were. The user’s perception of how usable something is gets shaped by how it looks before they’ve used it at all. An ugly interface that works perfectly will be perceived as harder to use than a beautiful interface with the same functionality. The aesthetic judgment bleeds into the usability judgment automatically, pre-consciously, and reliably.

Think about what this means in practice. Two e-commerce sites selling the same product at the same price. One has a clean, well-typeset layout with balanced whitespace and cohesive color. The other has the same information crammed into a cluttered template with mismatched fonts.

A user visiting both will perceive the first site as easier to use, even if the checkout flows are identical. The beautiful site’s “Add to Cart” button will feel more responsive, more trustworthy, more likely to work. Not because of any technical difference, but because the aesthetic verdict has already primed the usability evaluation.

This effect has boundary conditions, and I want to be honest about them. If the usability failure is severe enough (buttons that don’t work, layouts that are genuinely broken), the aesthetic halo fades. And with repeated use over time, people update their assessments based on actual performance. But for first encounters and moderate interactions, which is what most web design targets, the effect is robust. And first encounters are exactly where the 50-millisecond verdict operates.



Back to iO Theater.

The old site failed the 50-millisecond verdict on every dimension. No faces. No visual quality signals. The Google Maps embed in the hero section was doing the opposite of what a hero should do. Instead of establishing “this is a world-class comedy institution,” it was saying “here’s how to find our building.” Useful information, wrong location. The map belonged on a contact page, not in the first thing visitors see.

I rebuilt the site with three principles from this layer.

First, dramatic photography. Real performers on real stages, lit like professionals, captured in moments that communicate energy and joy. Faces. The visual system’s face-detection pipeline fires immediately: these are real people having a real experience. You see performers mid-laugh, audiences leaning forward, the energy of a live show compressed into a single frame. The 50-millisecond verdict goes from “hobbyist organization” to “professional theater” before a word is read.

Second, clear event navigation. The calendar went from a wall of text to a structured, scannable system. Shows organized by date, time, and type. Visual hierarchy that let you find tonight’s show in seconds. This is L0 work, but it supports the Layer 1 verdict because a well-organized interface signals competence. The structure itself communicates “this organization has its act together,” which reinforces the trust evaluation that fired in the first 50 milliseconds.

Third, social proof at the speed of perception. A Bill Murray quote, visible without scrolling. Not buried in an “About” page. Right there, in the first impression. The brain processes “Bill Murray endorses this” faster than it processes the content of the quote itself. The name alone is a trust signal that operates at System 1 speed.

Online ticket sales went from 50% to 75%. Same shows. Same prices. Same performers. Same venue. The only thing that changed was the perception of the venue before people clicked “Buy Tickets.”

A 50% increase in conversion from changing nothing about the product. The product was always good. The website was lying about it.

I’ve actually redesigned iO’s site twice. Once in 2017, and again in 2022 after new ownership and a failed agency left it worse than where I’d started. If you visit the site today, you’ll find it’s drifted again. More links, more CTAs, more competing demands on the same 50 milliseconds. Sites without ongoing design ownership revert toward entropy. Each addition made sense to someone at the time. Together they diluted the verdict. L0 doesn’t self-maintain.



I want to connect this back to the activation point from Chapter 2, because the 50-millisecond verdict IS the activation point. Or more precisely, it’s the gate that determines whether an activation point is even possible.

Remember the model: users arrive on autopilot. System 1 is scanning, pattern-matching, predicting. If everything matches predictions (this looks like a normal website), the user glides through without engaging. If something breaks the prediction in a way that’s interesting rather than confusing, System 2 activates. The activation point.

But there’s a step before that, and it’s binary. The 50-millisecond verdict is a pass/fail gate. It doesn’t create engagement by itself. It determines whether engagement is possible. If the verdict is “this doesn’t look right” or “this looks cheap” or “I don’t trust this,” the gate closes. Everything downstream multiplies by zero.

I use a formula in my framework: (Listen) x (Act + React). Listen is the gatekeeper. It’s the 50-millisecond verdict, the first impression, the moment where the brain decides whether to give this thing any attention at all. If Listen equals zero, it doesn’t matter how brilliant your copy is, how competitive your pricing is, how well-designed your checkout flow is. Zero times anything is zero.

The bouncer metaphor from Chapter 1 lands here too. When I walked table to table at 1:10 AM, I was making a first impression at each table. The tone of my voice, my posture, my eye contact, whether I looked like someone delivering bad news or someone doing them a favor. That impression took about two seconds, and it determined everything that followed. If the impression was wrong, they wouldn’t hear the words. They’d hear a threat.

Your hero section is your table visit. Get the first impression right and people hear what you’re saying. Get it wrong and they’ve already decided you’re not worth listening to.



But that 50-millisecond verdict isn’t a single moment. It’s five of them, running in sequence.

Helmut Leder and his colleagues at the University of Vienna published a paper in 2004 that mapped what happens inside those milliseconds. The first impression decomposes into five stages: perception (raw sensory input), implicit memory integration (does this match other things I’ve seen?), explicit classification (what category is this?), cognitive mastery (can my brain process what I’m seeing?), and evaluation (the felt judgment). Each stage can fail independently.

This is useful for diagnosis. The 5-second test can say “this looks pretty” (perception passes) and “I wouldn’t trust it” (evaluation fails) in the same breath. When that happens, the failure sits in the middle three stages.

iO Theater’s old site is a clean example. Perception passed. The WordPress theme rendered fine, the images loaded, the type was legible.

But implicit integration failed immediately. Visitors had memories of what theater websites look like, and this didn’t match any of them. Explicit classification fired with the wrong answer: this is a hobby project, not a venue.

By the time evaluation ran, the felt judgment was already set.



Pre-verbal arousal has two directions, and the 50-millisecond verdict reads both.

In 1970, Masahiro Mori, a Japanese roboticist, published a short essay that named something most people had felt without articulating. He called it the uncanny valley.

Something near-human but not quite triggers an eeriness response before conscious evaluation. Mori was writing about robots, but the mechanism applies to any interface the brain evaluates for authenticity.

AI-generated stock photos that look human but read as “off.” Animations with uncanny timing. Faces with subtle asymmetries. The response is pre-verbal rejection. Users can’t articulate why the page feels wrong. They just know.

The inverse direction was documented by Mathieu Pessiglione and his colleagues at ICM Paris in 2007. They showed that reward cues presented below conscious threshold still drive motor behavior. Users effort-allocate toward pages that trigger subliminal reward signals they’d never name.

A hover animation that lands with a tiny satisfaction spike. A color palette that reads as warm before anyone thinks about color. A micro-interaction that feels alive without being noticed.

Both directions run under the 50-millisecond gate. A page that triggers uncanny response kills the first impression before the visitor can analyze why. A page that triggers subliminal reward passes the gate before the visitor knows what they’re looking at.

Either way, the analytical mind shows up late.



The research on all of this converges on a point that sounds simple but changes how you approach design.

People don’t evaluate websites and then decide how they feel. They feel first, and the feeling becomes the evaluation. Lindgaard’s 50 milliseconds. Reinecke’s 17 milliseconds. Heider and Simmel’s triangles with personalities. Johnson’s newborns tracking faces. Kurosu and Kashimura’s beautiful ATMs that “work better.” Leder’s five stages running inside the verdict. Mori’s uncanny valley, Pessiglione’s subliminal reward.

It’s all the same finding from different angles: perception precedes analysis. The emotional response fires before the rational evaluation, and the rational evaluation is shaped by the emotional response that already happened.

This is why you can’t fix a first-impression problem with better copy. By the time someone reads your copy, the verdict is already in. You can confirm a positive verdict with strong copy. You can (sometimes) overcome a mildly negative one with exceptional content. But you cannot undo a visceral “this looks wrong” response with words. The words are being processed through a filter that was set before the first word was read.

I know the first impression is failing when I see specific patterns in the data: high bounce rates paired with very low time-on-site (under 5 seconds). Users describing the site as “cheap” or “sketchy” without being able to articulate why. Competitors with objectively worse products winning the sale. These are Layer 1 failures. And no amount of L0 optimization (faster load times, cleaner navigation, shorter forms) will fix a problem that was decided in the first 50 milliseconds.



The practical takeaway is the one I come back to on every project.

Your site has 50 milliseconds. Not a design constraint. The physics of how your visitors’ brains work.

In those 50 milliseconds, the visual system evaluates: Does this look competent? Does it look trustworthy? Does the quality match what I expect to pay? Are there faces? Do those faces look like people having the experience I want to have?

If the answers are yes, the gate opens. The activation point has a chance to fire. The user might scroll, might read, might engage, might convert.

If the answers are no, the gate closes. And no amount of A/B testing your button colors or rewriting your headline will fix a problem that was decided before the headline was read.

Design the verdict first. Everything else depends on it.



I do a version of this I call the squint test. Blur your eyes. Look at the page. What do you see? Not the words, not the details. The shapes. The weight. The color balance. The hierarchy. If you can’t get a sense of what the page is about and where to look first through blurred vision, the 50-millisecond verdict is going to fail. Because that blurred, pre-verbal, gestalt impression is closer to what the brain actually processes in 50 milliseconds than any detailed design review you’ll ever do.

The iO site failed the squint test. Blur your eyes and it was a jumble: map, text blocks, sidebar widgets, no focal point, no hierarchy. The redesign passed it. Blur your eyes and you see a performer on a stage, a clear title, a clear path to tickets. The story of the page is legible before you read a word.

Every project I take on starts here. Not with wireframes. Not with feature lists. Not with stakeholder requirements. With the question: what will the brain see in 50 milliseconds, and will it be the right thing?

If the answer is wrong, nothing else I do matters. If the answer is right, everything else I do has a chance.

Next: The Feeling of Truth, on why your brain believes easy-to-read fonts more than hard-to-read ones, and what happens when your brand blue is 3% off.


Key Terms



	50-millisecond verdict	The pre-conscious aesthetic and credibility judgment that fires before a visitor reads a single word. Pass/fail gate for everything downstream.

	Mind perception	Gray (2007). The brain evaluates entities on two dimensions: Agency (competence, capability) and Experience (warmth, feeling). Websites trigger the same evaluation as people.

	Neonatal face preference	Johnson (1991). Newborns preferentially track face-like patterns within minutes of birth. The visual system arrives primed for faces.

	Visual-price coherence	The perceived quality of your design must match the perceived value of what you’re selling. A $500 product on a $50 website creates dissonance the brain reads as “something is wrong.”

	Aesthetic-usability effect	Kurosu & Kashimura (1995). Beautiful interfaces are perceived as more usable, even when functionality is identical. Replicated cross-culturally by Tractinsky (1997).

	Five-stage first-impression model	Leder et al. (2004). The 50-millisecond verdict decomposes into five stages: perception, implicit memory integration, explicit classification, cognitive mastery, evaluation. Each stage can fail independently. Useful for diagnosing first-impression failures where perception passes but trust doesn’t.

	Uncanny valley	Mori (1970). Near-human-but-not-quite triggers an eeriness response before conscious evaluation. Interfaces have their own version: AI-generated photos that read as “off,” animations with uncanny timing, faces with subtle asymmetries.

	Squint test	Blur your eyes and look at the page. If you can’t tell what it’s about and where to look first, the 50-millisecond verdict will fail.
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Chapter 06
The Feeling of Truth
Your brain doesn’t separate “easy to read” from “probably true.” The feeling of ease bleeds into the feeling of truth, and the user never notices.

Say a sentence out loud. Any sentence. “The capital of France is Paris.” Now say it again. Notice how it feels more true the second time? Not because you verified it. Not because you learned something new. It just sits easier. The words land smoother. The thing that was already true somehow feels more true.

That’s processing fluency. And it is, quietly, one of the most powerful forces in design.

Reber and Schwarz ran an experiment in 1999 that should have changed every design brief written since. They presented identical trivia statements in two different fonts: one easy to read, one harder. The easy-to-read statements were judged as more true. Not more readable. Not more pleasant. More true. The content was the same. The font changed how the brain evaluated it.

Think about what that means. The truthfulness of a statement, something we experience as a property of the statement itself, is influenced by the visual presentation. Your brain doesn’t separate “this is easy to read” from “this is probably accurate.” It can’t. The feeling of ease bleeds into the feeling of truth, and the user never notices the transfer happening.



Alter and Oppenheimer expanded this in 2009 and found it wasn’t just about truth. Processing fluency generalizes. Easy-to-process information is judged as more true, more likable, more trustworthy, and more confident. Hard-to-process information gets the opposite treatment across the board. The brain uses processing ease as a heuristic for everything from aesthetic preference to risk assessment. If it flows, it’s good. If it stutters, something’s wrong.

Dechene and colleagues confirmed the illusory truth effect in a 2010 meta-analysis across 51 studies. Repeated exposure to statements increases their perceived truth, and the proposed mechanism is processing fluency: the second time you encounter something, it processes more smoothly, and the brain reads that smoothness as a signal of accuracy. This is why brand consistency compounds. Every time someone encounters your visual system and it matches what they saw before, the fluency goes up. The trust goes up. The “feels right” goes up.

This isn’t optional. It’s not a nice-to-have. It’s the architecture of how people evaluate whether something deserves their attention and their money.

Try this. Pick any page on your website and squint until the text blurs out. What do you see? If everything looks equally important, nothing is. If blocks of text crowd each other with no breathing room, the brain has to work to parse the hierarchy, and that work costs fluency. Every pixel of unclear hierarchy is a tiny withdrawal from the trust account.

Now think about your users who are over 40. Can they read your light grey text on a white background? If the answer is no, if basic visual processing fails at the level of individual characters, then nothing above it works. The user can’t evaluate your value proposition if they can’t decode the sentence. Processing fluency starts at the grapheme level. If the letters themselves are a struggle, you’ve already lost.



But there’s a refinement to this that matters more than the headline finding.

Reber and Schwarz showed that easy-to-process statements are judged as more true. Alter and Oppenheimer showed that fluency generalizes across liking and trust.

The shorthand became: measure fluency, optimize for it, trust compounds. Lighthouse scores, readability benchmarks, technical audits.

Forster, Leder, and Ansorge published a paper in 2013 that sharpened the rule. What drives L2 isn’t objective measurable fluency. It’s subjective felt fluency.

A font that is objectively readable can still feel clunky if its rhythm fights the surrounding layout. A site that passes every technical readability benchmark can still feel heavy. The Lighthouse score and the lived experience are correlated but not identical, and L2 lives in the gap.

This is why two sites with the same contrast ratios, the same load times, the same typeface metrics can feel completely different. One glides. The other drags.

The measurements don’t see it. The nervous system does.

Design for the feeling, not the metric.



I learned this the slow way, over four years, with a brand called Simply Smart Home.

When I started working with SSH in 2020, there was no brand system. I don’t mean the brand system was weak. I mean it didn’t exist. Every piece of marketing collateral was built from scratch, each one with slightly different fonts, slightly different colors, slightly different layouts. The Amazon listings looked different from the website. The website looked different from the packaging. The packaging looked different from the social media. It was all the same company, selling the same products, and none of it felt like it belonged together.

The products were good. Digital photo frames, smart home devices, thoughtful tech for families. Price point was $100 to $180. But the presentation said $15 knockoff. Template website. Stock photography. Feature-spec copy. Nothing that said “this is a premium product made by people who care about design.”

The gap between product quality and perceived quality was enormous. And that gap was costing them everything.



Processing fluency isn’t something you fix with a weekend redesign. It’s infrastructure. It’s the systematic work of making every touchpoint feel like it belongs to the same family, so the brain never has to work to reconcile conflicting signals.

Year one was triage. I built the first real style guide: two typefaces (not five), a primary color palette (not whatever looked good that day), and templates for the most common collateral. The Amazon listing images alone had been produced by at least three different designers with three different aesthetic vocabularies. A customer who saw the product on Amazon, then visited the website, then opened the packaging was encountering what felt like three different companies. Each transition was a fluency violation. Each violation was an erosion of trust.

It wasn’t exciting work. It was the typography equivalent of pouring a foundation (and about as glamorous). Nobody photographs foundations. But nothing stands without one.

Year two, I started building the seasonal creative system. SSH sold gift-oriented products, which meant their visual identity had to flex across Valentine’s Day, Mother’s Day, Father’s Day, Christmas, and everything in between. Without a brand system, each season’s creative was a reset. New designer, new look, new everything. The Valentine’s Day campaign looked like it came from a different company than the Christmas campaign. With a system in place, each season became a variation on a theme. Same typography. Same layout grid. Different color palette, different photography mood, but always recognizably SSH.

By year three, the brand system was mature enough to support sub-brands. ClicSmart, the smart home security line. myLuma, the digital frame line. Disney-licensed products that had to live inside Disney’s brand guidelines and SSH’s simultaneously. Brookstone partnership products with their own visual constraints. Each sub-brand had its own personality but shared the family resemblance. You could tell they were siblings. That family resemblance is processing fluency at the brand architecture level: when a customer encounters a new SSH product line, the visual system says “you already know us, this is just a new room in the same house.”

Year four, the system was infrastructure. Seasonal palettes generated from the master system. Marketing teams could produce collateral without me touching every piece because the rules were documented, the templates existed, and the visual language was stable enough to be extended without breaking.

Revenue tripled. Same products. Same factories. Same price points. The perception changed.



The thing most people miss about processing fluency: the violations that hurt the most are the ones that are almost right.

There’s a paper from Bujack and colleagues in 2022 that changed how I think about color in design. They demonstrated that perceptual color space is non-Riemannian, which is a technical way of saying something designers need to understand: color perception doesn’t work the way our digital tools suggest it does.

In CSS, if you pick a blue and then shift it 3% in one direction, you’d expect the perceived difference to be proportional to the shift. It’s not. Color perception is non-linear and asymmetric. Some small shifts are imperceptible. Others, equally small in the math, are jarring. And the worst part (the part that bit me multiple times before I understood why): near-miss color deviations are disproportionately more disruptive than far-miss deviations.

Think about it this way. If your brand blue is #2563EB and someone uses #2866F0 on a banner, that’s a near miss. The brain catches it. Not consciously, not in a way the user can articulate, but the prediction error fires. “This is almost the right blue but something is off.” The brain can’t resolve whether it’s the same or different, so it keeps processing. Fluency drops. Trust drops. The feeling of “this is right” gets replaced by a subtle, unnameable sense that something is wrong.

Now imagine using a completely different color. Red instead of blue. The brain doesn’t try to reconcile that. It processes it as a different thing entirely. Different category, different prediction, no conflict. A far miss is less disruptive than a near miss because the brain doesn’t waste energy trying to match it to the existing prediction.

This is why brand police who obsess over exact hex codes aren’t being pedantic. They’re protecting processing fluency at the level where violations are most expensive. And it’s why the move toward perceptually uniform color spaces like OKLCH matters. The tools need to model how the eye actually works, not how the math says it should.



I keep coming back to the SSH tagline as a processing fluency case because it demonstrates something that’s hard to explain in the abstract.

I created “smart home decor” as a product category. It wasn’t a category that existed. Nobody was using that phrase. But it felt right, and that’s the point. The products were digital photo frames and smart displays. “Consumer electronics” was the accurate category. But consumer electronics processing triggers a whole set of predictions: comparison shopping, spec sheets, cheaper alternatives on Amazon, disposable tech. None of that matched the product’s actual value proposition, which was emotional connection between family members.

“Smart home decor” did something different. It triggered decor predictions: aesthetic value, fits your living space, worth displaying, permanent rather than disposable. The processing was fluent because the category name matched the experience of owning the product, even though it didn’t match the product’s technical classification.

I wasn’t inventing a false category. I was finding the one that processed more fluently against the truth of what the product actually did for people. A digital frame sits on your shelf next to other decor. It displays photos of your family. You pick the frame style that matches your room. That’s decor behavior. Calling it “consumer electronics” was the processing fluency violation, not the other way around.

Two years after I coined the phrase, Aura Frames started using nearly identical positioning. When your competitor steals your language, you know you found the category that the brain was already looking for.

This is processing fluency applied to naming, which most people don’t think of as a design decision but absolutely is. Every name, every category label, every tagline is a processing event. The brain encounters the words and either processes them fluently against existing mental models or stumbles. “Consumer electronics” processed fluently against the wrong mental model for SSH’s products. “Smart home decor” processed fluently against the right one. Same product. Different cognitive path. The path that matches reality converts better.



Typography is the most underrated processing fluency tool in design.

George Lakoff and Mark Johnson published Metaphors We Live By in 1980, and it’s one of those books that, once you read it, changes how you see language forever. Their core finding: abstract thought isn’t abstract. It’s built on bodily experience. We don’t just use physical metaphors for convenience. We think through them. “Happy is up, sad is down” isn’t poetic decoration. It maps to actual physical posture in those emotional states. “Argument is war” isn’t a creative choice. It structures how we actually experience disagreement (attacking positions, defending claims, winning or losing).

This matters for design because the way we describe visual and auditory experience reveals how the brain processes it. We use sensory words, the cross-modal kind, for everything. A color is “warm” or “cool.” A font is “heavy” or “light.” A layout is “clean” or “cluttered.” A brand voice is “rough” or “smooth.” None of these are literal. Colors don’t have temperature. Fonts don’t have mass. But the brain processes them through the same sensory channels it uses for physical experience.

Charles Spence demonstrated this empirically in 2011: people consistently match high-pitched sounds with small, bright objects located high in visual space. Low-pitched sounds match large, dark objects located low. These aren’t learned associations. They’re cross-modal correspondences baked into how the nervous system integrates information from different senses. When the correspondences align, processing is fluent. When they conflict, processing stutters.

This is why typography isn’t decoration. It’s the music layer of design. The spacing cadence, the weight distribution, the rhythm of headings to body text to whitespace. These create a temporal pattern that the brain processes the same way it processes a melody. Consistent rhythm equals fluent processing equals trust. Inconsistent rhythm equals stuttering equals doubt.

Two fonts maximum. Not because it’s a rule someone invented. Because each additional typeface is a new voice in the conversation, and the brain has to work to integrate voices. Two voices can have a dialogue. Three becomes a panel. Four becomes noise. The processing load compounds with each addition, and the fluency cost is steeper than most designers realize because they’ve already adapted to their own designs. The fresh eye hasn’t.

I think about this every time I see a site that uses a different font for the logo, the navigation, the headings, the body, and the call-to-action buttons. Five typefaces means five visual voices. The designer might have a rationale for each one. But the user’s brain doesn’t care about the rationale. It’s hearing five people talking at once and trying to figure out who to listen to. That cognitive work is invisible to the designer who chose the fonts deliberately, but it’s real for every first-time visitor.



The McGurk effect, discovered by McGurk and MacDonald in 1976, is maybe the most visceral demonstration of how cross-modal processing works. They showed people a video of someone mouthing one syllable while the audio played a different syllable. The result: people heard a third syllable, neither the visual one nor the auditory one, but a fusion of both that didn’t exist in either input.

The brain didn’t choose between eyes and ears. It merged them. And the merge produced something neither channel sent.

This matters for design because it proves that users don’t process your visual design and your copy and your interaction patterns separately and then combine them. The brain integrates across channels continuously, producing a fused perception that’s different from any individual element. Your typography style, your color palette, your image quality, your copy voice, your interaction timing: these aren’t separate design decisions. They’re inputs into a single perceptual fusion.

When those inputs are congruent, when the typography feels the same weight as the copy voice, when the color temperature matches the brand personality, when the image quality matches the price point, the fusion is clean. Processing is fluent. The thing feels true.

When they’re incongruent, the fusion breaks. And the result isn’t “the user notices the typography is wrong.” The result is a vague, unnameable sense that something is off. The user can’t point to it. They’ll tell you the site seems fine if you ask them. But they won’t convert. The prediction error is happening below the threshold of conscious access, and it’s driving behavior that neither the user nor the designer can explain through surface-level analysis.

This is why “fix the copy” or “fix the colors” is almost always the wrong diagnosis when conversion is underperforming. The problem isn’t in any single channel. It’s in the fusion. The channels are sending conflicting signals, and the brain is producing a fused perception that feels wrong without any individual element being obviously broken. You have to audit the congruence across channels, not within them.



A $500 product on a $50 website. That’s the most common processing fluency violation I see, and it’s the one that costs the most revenue.

Think about what happens cognitively. The user arrives with a price expectation (or discovers the price early in the visit). The brain immediately generates a prediction about what a product at that price point should look like, feel like, be presented like. This prediction is built from every other $500 purchase they’ve made. The Apple Store. A nice restaurant’s website. A boutique hotel’s booking page. That’s the reference class.

Now they’re looking at a template site with stock photography and three different font sizes that don’t relate to each other. The prediction error fires hard. Not “this site is ugly.” The evaluation is faster and more damaging than that: “something is wrong here.” The price says premium. The presentation says cheap. The brain can’t reconcile those signals, so it defaults to the safer interpretation. The product probably isn’t worth $500.

The reverse happens too. A $15 product on a site that looks like it costs $500 creates a different kind of dissonance: “this is too good to be true.” The brain predicts a catch, a scam, a bait-and-switch.

Processing fluency demands alignment. The visual presentation must match the price point, which must match the product quality, which must match the brand voice, which must match the customer service experience. Every mismatch is a prediction error. Every prediction error costs fluency. Every fluency loss costs trust.

I see this constantly in my consulting work. A SaaS company charges $200 per month but their marketing site uses free templates and system fonts. A luxury goods retailer has beautiful packaging and a website that looks like it was built in 2014. A professional services firm charges $300 an hour and sends proposals in plain-text email. In each case, the people running the business don’t see the mismatch because they know the value of what they’re selling. But the customer doesn’t know that yet. The customer is processing the presentation, and the presentation is sending a signal that conflicts with the price.

This is what I was fixing at SSH for four years. The products were $100 to $180. Good products, thoughtful engineering, real value. But the visual presentation was saying $30 clearance bin. Every time a potential customer landed on the site, their brain was running the price-to-presentation comparison, and the site was failing. The brand system wasn’t cosmetic improvement. It was the systematic elimination of price-perception mismatches across every touchpoint.



The practical takeaway sounds boring, but it compounds faster than anything else in design.

Boring consistency beats exciting inconsistency. Every time.

I know that’s not what designers want to hear. The exciting inconsistency is fun to design. The unexpected color. The surprising typeface. The layout that breaks the grid for emphasis. And there are times when controlled prediction errors create activation points (that’s Chapter 2 territory). But the ratio matters enormously. For every one place where you strategically break a pattern, there should be fifty places where the pattern holds.

Processing fluency is not a one-time fix. You don’t redesign a brand and walk away. It’s infrastructure that requires maintenance, enforcement, and gradual refinement. Each year at SSH, the system got tighter. The seasonal palettes got more systematic. The sub-brand guidelines got more specific. The templates got more detailed. And each year, the perceived quality of the brand went up, even when the products themselves didn’t change much.

That’s what compounding processing fluency looks like. Not a dramatic before-and-after. A slow, steady increase in how trustworthy, how professional, how right everything feels. The individual improvements are often invisible. A slightly better letter-spacing ratio. A more consistent padding rhythm across pages. The photography style guide getting one more rule that prevents a common mistake. None of these are portfolio pieces. All of them are moving the needle.

Tripling revenue over roughly two and a half years wasn’t one design decision. It was the compound effect of making everything feel like it belonged together, so the brain could stop working to reconcile conflicting signals and start evaluating the product on its merits.

Processing fluency isn’t glamorous. It’s the plumbing of perception. But when the plumbing works, everything above it works better. And when it doesn’t, nothing you build on top of it will fully land.

If you want to test this on your own brand tomorrow, here’s where to start. Pick one touchpoint, any touchpoint, and compare it to another. Your website and your business card. Your homepage and your about page. Your product packaging and your Amazon listing. Do they feel like they came from the same place? Not “do they use the same logo.” Do they feel the same? Same visual weight. Same typographic voice. Same level of quality. If they don’t, that’s your first processing fluency violation, and it’s costing you more than you think.



Next: The Gap, on what happens when your marketing team describes what the product does instead of what having it feels like, and how a single tagline shift tripled revenue.


Key Terms



	Processing fluency	Reber & Schwarz (1999). Easy-to-process information is judged as more true, more likable, more trustworthy. The brain uses processing ease as a heuristic for credibility.

	Illusory truth effect	Dechêne et al. (2010). Repeated exposure increases perceived truth via processing fluency. Why brand consistency compounds trust over time.

	Subjective felt fluency	Forster, Leder & Ansorge (2013). What drives L2 outcomes is the felt experience of fluency, not the objective measurable fluency. Lighthouse scores and lived fluency are correlated but not identical; L2 lives in the gap.

	Near-miss color deviation	Bujack et al. (2022). Their finding that perceptual color space is non-Riemannian implies that near-miss brand color deviations are disproportionately more disruptive than far-miss deviations. The brain can’t resolve whether it’s the same or different.

	Cross-modal correspondence	Spence (2011). The brain maps sensory channels onto each other (warm colors, heavy fonts). When correspondences align, fluency increases. When they conflict, processing stutters.

	McGurk effect	McGurk & MacDonald (1976). Cross-modal fusion: the brain merges visual and auditory input into a third percept that exists in neither channel. Design channels fuse the same way.

	Visual-price coherence	The perceived quality of your design must match the perceived value of what you’re selling. A $500 product on a $50 website creates dissonance.
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Chapter 07
The Gap
Your customers are making decisions you can’t see, for reasons they can’t explain. The gap between what they tell you and what they do is where perception problems hide.

I had a meeting where someone on the team told me my tagline was wrong.

Not wrong as in grammatically wrong or factually wrong. Wrong as in they didn’t like it. The product was a digital photo frame, a smart frame you could send pictures to from your phone so your parents or grandparents could see new photos of the kids without having to figure out how to use an iPad. And my tagline was: “Stay connected, even when you’re apart.”

The pushback wasn’t articulate. It wasn’t “this doesn’t match our brand positioning” or “our user research says otherwise.” It was more like a feeling. A shrug. The team couldn’t put their finger on what was wrong with it, but they knew they didn’t love it. Partly because they hadn’t thought of it. Partly because nobody on the team could come up with anything in the same league, which made the discomfort worse. Nobody likes being outwritten on their own product.

I recognized the dynamic from improv. One of the first things my teacher taught us: if you don’t come up with an idea you like and someone else does, you get a negative pull toward shooting it down. Not because of anything wrong with the idea. Because you didn’t think of it first, and that makes you feel something about yourself.

The fix is the same as every other social instinct we were learning to override in that class. Notice it, name it, choose yes-and instead of no-but.

I kept it anyway.



Campaigns with that tagline outperformed everything else the company ran. Not by a little. By enough that the conversation about whether it was the right tagline just stopped. The numbers ended the argument.

Two years later, Aura Frames, one of the biggest competitors in the space, started using nearly identical messaging. “Stay connected” language. The same emotional architecture. They didn’t arrive at it by coincidence. They arrived at it because it works, and when something works that well, competitors find it.

My rule of thumb: when your competitor steals your tagline, you found the emotional core.

That company, Simply Smart Home, tripled its annual revenue. Disney licensing. Costco pallet placement. Walmart shelf space. The product didn’t change. It was the same hardware the whole time. Same screens, same app, same wood casing. What changed was the perception.

And the perception changed because I stopped telling people what the product did and started telling them what having the product would feel like.



This is Layer 3: Perception Bias Optimization, and it’s the most politically difficult principle in the entire framework. Because it means telling stakeholders that their instincts about their own customers may be wrong. Not their instincts about the product, not their instincts about the market. Their instincts about what their customers actually care about and why they buy.

A hard conversation to have. People identify with their products. They built the thing. They know the specs, the engineering trade-offs, the supply chain nightmares. And when someone walks in and says “none of that is what your customer cares about,” it feels dismissive. Even when it’s true.

The core insight comes from a 1977 study by Richard Nisbett and Timothy Wilson that should be required reading for anyone who designs anything. They demonstrated, across multiple experiments, that people are often completely unaware of what actually influenced their decisions. When asked to explain their choices, subjects generated plausible post-hoc rationalizations, stories that sounded reasonable but had nothing to do with the actual cause.

The subjects weren’t lying. They genuinely believed their explanations. They just didn’t have access to the real process.



Kahneman formalized this in Thinking, Fast and Slow (2011) with the System 1 / System 2 framework I introduced in Chapter 2. System 1 makes the decision. Fast, automatic, emotional, below the surface. System 2 constructs the explanation. Slow, deliberate, rational, satisfying to articulate.

This matters for design: survey data captures the System 2 rationalization. Analytics captures the System 1 decision. The gap between them is where perception problems hide.

Ask a customer why they bought a digital photo frame and they’ll tell you about the screen resolution, the app reviews, the price comparison they did. That’s the story. System 2 constructed it after the fact because humans need reasons for their behavior.

But the actual purchase decision, the moment they went from “maybe” to “yes,” happened in System 1. It happened because the brand made them feel something. Connected to their family. Less guilty about distance. Like a thoughtful gift-giver.

Ask a customer why they didn’t buy, and the gap gets even wider. “The price was too high.” “I wasn’t sure about the reviews.” “I’ll think about it.” All perfectly rational explanations. All System 2 reconstructions of a System 1 verdict that already fired: “This doesn’t feel right.”

Maybe the site looked cheap. Maybe the messaging was all specs and no soul. Maybe the product photos showed hardware instead of humans. The customer felt a perception barrier, bounced, and then constructed a reason that had nothing to do with what actually happened.

I’ve seen this on every project I’ve worked on. The stated reason and the actual reason almost never match.



Ran Hassin extended this in a 2013 review I introduced in Chapter 2 as the pre-verbal arousal backbone. It should unsettle anyone who thinks the unconscious is limited.

The old frame: the unconscious handles fast, automatic processing. Pattern recognition, emotional response, snap judgments. The important stuff, the deliberation, the reasoning, the decision-making, all happens in System 2 where we can watch it.

That frame is wrong.

Hassin reviewed the evidence and concluded that the unconscious performs every high-level cognitive function previously assumed to require awareness.

Decision-making. Goal pursuit. Cognitive control. Self-regulation. All of it.

The conscious, deliberate mind is not where these things happen. It’s where we learn they happened.

This reframes what “the gap” actually is. The gap between survey data and analytics isn’t the gap between what the user knows and what they’re hiding. It’s the gap between what the user’s conscious mind can report and what the rest of their cognition is doing without it.

Pre-verbal arousal isn’t an emotional residue on top of conscious thought. It’s the primary processing mode. Conscious thought arrives late, and often just to write the story.



The Simply Smart Home story is the clearest example I have, so let me tell it fully.

When I came on, the company was doing modest revenue. The product was functional, the price was competitive (for the category), and the team was working hard. But the presentation told a completely different story. The site was a template. The branding was scattered. The marketing was entirely feature-focused: screen resolution, WiFi connectivity, photo capacity, app compatibility.

Every layer of perception was failing. The site didn’t answer a visitor’s basic questions (cognitive load problem). No faces, no warmth, no emotional context in the imagery (first impression problem). A template site at a premium price point created a quality mismatch that screamed “knockoff” (processing fluency problem). Feature specs instead of emotional connection (perception bias problem). And the homepage was structured around the company’s org chart, not the customer’s goals (decision architecture problem).

But the perception bias problem, Layer 3, was doing the most damage. Because it infected everything upstream. The feature-focused messaging shaped the photography choices (product shots instead of lifestyle shots). The photography shaped the visual identity (cold, technical, sterile). The visual identity shaped the first impression (this feels like a $15 tablet, not a $150 smart home product). Each layer was failing partly because the perception bias at the messaging level was wrong.

The product was actually $20 to $35 worth of hardware in a wood casing, sold for $100 to $180. That’s not a criticism (I’m not dunking on the product here, I worked with it for four years because I believed in what it did). That’s every consumer electronics product. The gap between hardware cost and retail price is called brand. It’s called perceived value. And perceived value isn’t a lie. It’s the emotional architecture that makes the price feel fair.

So I built one.



I created “smart home decor” as a category. Not “digital photo frame.” Not “WiFi-enabled picture display.” Smart home decor. A thing that belongs in your living room because it makes the room feel warmer, more connected, more like a home where people who love each other actually live.

That phrase repositioned the entire product. It wasn’t a gadget anymore. It was decor. It wasn’t competing with tablets. It was competing with the framed photos on your mantle, except these ones updated automatically when your daughter posted new pictures of the grandkids.

And the tagline, “Stay connected, even when you’re apart,” told you why you wanted it. Not what it did. Why you wanted it. Because you miss people. Because distance is hard. Because seeing a new photo of someone you love, appearing on a frame in your kitchen without you having to do anything, makes you feel closer to them.

Perception bias optimization. Finding the emotional core that drives the actual purchase decision, the System 1 decision, and making it the centerpiece of the brand. Instead of burying it under specs.

The team didn’t like it at first. That’s the politically difficult part. The people closest to the product are the least equipped to see it from the customer’s perspective, because they know too much. They know about the WiFi chip and the display resolution and the firmware update process. They think those things matter to the buyer because those things matter to them.

This is one of the hardest things I have to communicate to stakeholders: it’s not for you. It’s for them.

I’ve said those exact words. Looked someone in the eye and told them: this product isn’t for you. You’re not the customer. Your feelings about the messaging are real, but they’re not data about what your audience needs to hear.



There’s a famous comparison that illustrates this perfectly, and I use it in almost every client conversation.

The iPod and the Zune were the same product category. Both were portable music players. Both played MP3s. The Zune actually had some features the iPod didn’t, like wireless sharing between devices and a larger screen on certain models. From a pure feature comparison, the Zune was competitive. In some ways it was better.

The iPod won. Completely. Overwhelmingly. Not because of the hardware. Because of the perception architecture.

Apple’s marketing never told you what the iPod did. It told you what having an iPod made you feel. Freedom. Self-expression. Your entire music library in your pocket, available whenever you wanted it, wherever you were. The silhouette ads, the white earbuds as a cultural signifier, the integration with iTunes as a music discovery experience. Every touchpoint reinforced the same emotional message: this product is about who you are, not what it does.

Microsoft’s marketing for the Zune told you what it did. Screen size. Storage capacity. Sharing features. FM radio. All real features. All things that System 2 can evaluate and compare. And all completely irrelevant to the System 1 decision that was already made the moment someone saw a white earbud cord on a stranger in a coffee shop and felt something.

Same hardware category. Radically different perception architecture. One became a cultural icon. The other became a case study in how to lose.

The gap between what users say they want (features, specs, rational comparison) and what actually drives their behavior (feeling, identity, emotional resonance) is the gap. It’s the space where perception bias operates, invisible to everyone except the people paying attention.



Nisbett and Wilson’s 1977 finding plays out in a design context like this.

You run a user survey. You ask people what matters to them when choosing a product in your category. They tell you: price, features, reviews, reliability. All rational. All System 2. All true, in the sense that people genuinely believe these are the factors driving their decisions.

Then you look at your analytics. The highest-converting landing page has the fewest feature mentions and the strongest emotional hook. The product photo that drives the most clicks shows a person using the product, not the product alone. The email subject line with the highest open rate doesn’t mention a single spec. The customers who pay full price without waiting for a sale came in through channels that emphasized lifestyle, not value.

The survey says one thing. The data says another. The gap between them is where your actual design problem lives.

Most teams resolve this by trusting the survey. It’s explicit. It’s quotable. You can put it in a slide deck and say “customers told us they want X.” It feels like evidence because it comes from the customer’s own mouth.

But it’s not evidence of what they want. It’s evidence of what they think they want. And those are different things.

I’m not saying surveys are useless. They’re useful for what they actually measure: conscious rationalizations, stated preferences, articulated pain points. That data matters. But treating it as ground truth about purchase behavior is like asking someone why they married their spouse and taking the answer at face value. The real reasons are deeper, messier, and largely inaccessible to the person giving the explanation.



There’s a specific mechanism behind the gap that most people miss.

In 2015, Seckler and colleagues at the University of Basel published a paper that measured how trust actually forms on websites. Their finding reframes what L3 intervention looks like.

Trust isn’t a rational output. It’s a perceptual one.

Color coherence, typographic quality, layout consistency: these drive trust judgments before any content is read. The visual system flags the presentation as high-quality or low-quality, and everything the user reads afterward is filtered through that prior.

Which means: users don’t distrust your site because of a weak argument. They distrust it because the visual system already flagged the presentation as cheap, and your carefully written argument is now showing up inside a frame that says “this is probably a scam.”

This is why branding investment compounds. Each visit that passes the visual trust gate lowers the cognitive cost of the next visit. Each visit that fails raises the bar for the argument that follows.

The practical implication: when trust data is poor, fix visual coherence before rewriting copy. The reader’s nervous system is telling them “something is off” long before they’ve gotten to your words. No argument survives that verdict.



There’s a specific pattern I watch for that tells me a company has a Layer 3 problem. It shows up the same way every time.

Marketing focuses on features. The homepage leads with specs, capabilities, technical details. The assumption is that if people understand what the product does, they’ll buy it. But understanding and wanting are different processes. I can understand exactly what a product does and feel nothing.

Stakeholders love the design, but customers don’t buy. The team looks at the site and says “this is great, this represents us well.” And they’re right, it does represent them. It represents how the company sees itself. But the customer doesn’t care how the company sees itself. The customer cares how the product makes them feel. The design passes the internal test and fails the external one because the internal test is checking the wrong thing.

Copy describes what the product does, not why you’d want it. “WiFi-enabled digital photo frame with 10.1-inch display, 16GB storage, and free cloud service.” That’s a product description. It’s accurate. It’s also dead on arrival, because it activates System 2 (evaluation, comparison, deliberation) when it should be activating System 1 (feeling, desire, identity).

Nobody lies awake at night wishing they had a WiFi-enabled digital photo frame. People lie awake wishing they felt closer to the people they love.

When all three of these patterns show up together, I know the problem isn’t the product, the price, or the funnel. The problem is perception bias. The company is designing for what they know about the product instead of what the customer feels about the product. And the fix isn’t better features or lower prices. It’s better perception architecture.



The SSH story has a payoff that I think about a lot.

After the rebrand, after “stay connected, even when you’re apart,” after “smart home decor” as a category, after the emotional photography and the lifestyle-first marketing, the company tripled revenue. Disney wanted licensing deals. Costco gave them pallet placement. Walmart put them on shelves.

None of those retailers cared about the WiFi chip. They cared about perceived value. They cared that the brand told a story customers would respond to. They cared that the packaging looked like it belonged next to $200 products instead of next to $15 knockoffs.

The product was the same product. The engineering team didn’t redesign the hardware. The supply chain didn’t change. The price didn’t drop. What changed was the story, and the story changed what people were willing to pay, where they were willing to buy it, and which companies were willing to put it on their shelves.

I put enough lipstick on the pig that was Simply Smart Home to persuade enough people on the fence that it was worth the buy. I’m honest about that framing. The product was fine. Not remarkable. Fine. The perception architecture made it remarkable. And the people who were almost going to buy, the fence-sitters who needed one more reason to say yes, those people started buying. That’s the conversion impact of perception bias optimization. You’re not creating demand out of nothing. You’re removing the perception barriers that were blocking demand that already existed.

Perceived value meant more than anything else sales or marketing tried to do to increase sales. That’s a direct quote from my own notes. I don’t say things like that unless I mean them.



There’s a subtlety here that I want to name because it matters for how you apply this.

Perception bias optimization is not lying. It’s not inventing qualities the product doesn’t have. It’s not manipulating people into buying something they don’t want. It’s finding the true emotional value of the product and making it visible.

“Stay connected, even when you’re apart” is true. The digital frame does connect people across distance. That’s what it actually does, at the emotional level, for the person who uses it. I didn’t invent that value. I identified it. The product team was too close to the hardware to see it. They saw WiFi chips and screen resolutions. I saw a grandmother in Ohio looking at photos of her grandkids in California and feeling less alone.

The ethical line is clear to me: perception bias optimization means aligning the perception with the best true version of the product. Making the emotional reality visible. Not fabricating an emotional reality that doesn’t exist.

When the perception you build doesn’t match the experience, people find out. They always find out. And the trust damage is worse than if you’d never built the perception in the first place. Layer 3 only works when it’s grounded in something real.



I want to come back to the team resistance for a moment, because if you’re going to practice this, you need to be ready for it.

The people closest to the product will almost always push back on perception-first messaging. Not because they’re wrong about the product, but because they’re evaluating the messaging from the wrong perspective. They’re asking “does this accurately describe what we built?” when the right question is “does this make someone want what we built?”

Those are fundamentally different questions. The first is an accuracy check. The second is a desire check. And the answers are often in tension, because the things that make someone want a product (emotional connection, identity alignment, aspiration) are not the things that accurately describe it (specs, capabilities, technical details).

I’ve had this conversation dozens of times. The stakeholder says “but we need to mention the 16GB storage.” And I say “does your customer know what 16GB means in the context of photo storage?” They don’t. “Does your customer care?” They don’t. “What does your customer care about?” That their mom can see pictures of the grandkids.

The stakeholder knows this. At some level, they’ve always known it. But saying it out loud feels like a betrayal of the engineering effort. Like all those months of firmware development and hardware sourcing don’t matter. They do matter. They matter enormously, because without the engineering the product doesn’t work. But the engineering is the table stakes. It’s the foundation. The customer assumes it works. What the customer needs help with is wanting it.

The gap. What the team values and what the customer values are different things, and the team’s instinct is to communicate what they value. Perception bias optimization means having the discipline to communicate what the customer values instead.



One more thing about the SSH story that I think is underappreciated.

The revenue growth wasn’t a one-time spike from a campaign launch. It built over roughly two and a half years. Every year, the brand system got more refined. The photography got more emotionally resonant. The messaging got more precise. The seasonal palettes, the sub-brand mood boards for Disney and Brookstone and Costco co-branding, the collateral for sales teams, the packaging updates. All of it compounding.

Processing fluency isn’t a one-time fix. It’s brand infrastructure that compounds. And perception bias optimization sits right on top of it, benefiting from every improvement in visual consistency and brand coherence. Each year, the perceived quality matched the price point more precisely. Price objections decreased. Vendors got more interested. The flywheel spun faster.

That growth wasn’t a redesign payoff. It was a perception compound interest payoff. The redesign set the foundation, and the compounding did the rest.



So take this from the chapter.

Your customers are making decisions you can’t see, for reasons they can’t explain. The gap between what they tell you and what they actually do is not noise. It’s signal. It’s the most important signal in your data, and most teams ignore it because the survey results are easier to act on than the behavioral patterns.

Find the emotional core. Not the features, not the specs, not the technical differentiator. The feeling. What does someone feel after they use your product? What problem does it solve that they can’t articulate but absolutely feel? That’s your message. That’s your brand. That’s your entire perception architecture.

And be ready for the room to push back. Because the emotional core almost never sounds like what the team expects to hear. It sounds too simple. Too soft. Too far from the engineering. “Stay connected, even when you’re apart” doesn’t mention screens or apps or cloud storage. It mentions a human feeling. And human feelings are what drive human decisions.

It’s not for you. It’s for them.

Next: You Wouldn’t Vibe Code a Car, on why memes work, why video doesn’t, and what the credibility gap in AI-assisted development actually looks like.


Key Terms



	Perception Bias Optimization (Layer 3)	Finding the emotional core that drives the actual purchase decision (System 1) and making it the centerpiece of the brand, instead of burying it under specs.

	System 1 / System 2 gap	Kahneman (2011). System 1 makes the decision fast and emotionally. System 2 constructs the rational explanation after the fact. Survey data captures System 2. Analytics captures System 1.

	Post-hoc rationalization	Nisbett & Wilson (1977). People generate plausible explanations for their decisions that have nothing to do with the actual cause. The stated reason and the actual reason almost never match.

	Visual trust	Seckler et al. (2015). Color coherence, typographic quality, and layout consistency drive trust judgments before any content is read. Trust is a perceptual output, not a rational one. When trust data is poor, fix visual coherence before rewriting copy.

	Emotional core	The feeling that drives the actual purchase decision. Not the features, not the specs. What someone feels after they use your product.

	Smart home decor	A category Stefan invented for Simply Smart Home that repositioned digital photo frames from consumer electronics to home decor, triggering different (and more accurate) mental models.
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Chapter 08
The Trail
I don’t build funnels. I conduct. The difference isn’t the outcome. It’s what happens after.

Sing down a scale in front of a crowd and stop one note before the end.

Do, re, mi, fa, sol, la, ti...

Everyone in the room knows what comes next. They can feel it. The resolution is inevitable, and the pause before it creates a physical tension in the body. Your brain has predicted the final note so completely that withholding it generates a kind of pleasurable discomfort. And when it lands, when the last note arrives exactly where you knew it would, the satisfaction isn’t intellectual. It’s visceral. Pattern completed. Tension resolved.

A great call to action feels exactly like that.

Not a button that screams BUY NOW, not a popup that guilt-trips you into subscribing, not a countdown timer manufactured to simulate urgency. A resolution. The only possible next step after everything that came before it. The note your brain was already singing.



I don’t build funnels. I conduct.

The word matters. A funnel is a mechanical thing. You pour people in the top, gravity does the work, and whatever doesn’t leak out the sides arrives at the bottom. The metaphor tells you everything about how most marketers think about their users: as liquid to be channeled. Passive. Directionless without the container.

Conducting is something else entirely. Think about a musician who’s reached unconscious mastery, the point where they stop thinking about technique and focus entirely on how the music makes you feel. They’re not forcing notes. They’re shaping an experience in real time, reading the room, adjusting tempo, building toward resolution. The audience doesn’t feel controlled. They feel moved.

I’m after the opposite of a funnel. Not a container that forces a path, but an experience that makes the path feel inevitable.

The bouncer story from Chapter 1 is the conductor model in action, and I didn’t realize it until years later. At 1:10, twenty minutes before close, I’d walk table by table. “Hey, last call’s coming up. Get any drinks you want now. Thanks for coming out tonight.” I primed each table with a personal visit. Set the tempo by starting early. Gave them a clear next action: get your drinks. Resolved the experience with genuine thanks. By the time the lights came up at 1:30am, half the venue was already heading for the door.

Nobody was forced. Nobody was funneled. They were conducted.



Decision architecture is the formal name for what I was doing at that nightclub, and it sits at the top of the Perception-First Design stack as Layer 4. Richard Thaler and Cass Sunstein laid the groundwork in Nudge (2008), establishing that there is no neutral way to present choices. Every design is a choice architecture. Defaults, framing, order, visibility, the number of options, the way options are labeled. All of it shapes behavior whether you intend it to or not.

The honest caveat: a Bayesian re-analysis by Maier and colleagues (2022) suggests that nudge effects may be near-zero after correcting for publication bias. The sexy headline results, the ones where a small tweak in framing doubles compliance, don’t hold up as robustly as the original literature promised. Worth naming.

But the structural principles survive the correction. Defaults matter. Framing matters. How many options you present at a decision point matters. The effect may be smaller than Thaler and Sunstein suggested, but the mechanism is real. And in design, where you’re making hundreds of micro-decisions about how to present information, small effects compound.

Similarly, the choice overload effect turns out to be more complicated than the famous jam study implied. Scheibehenne, Greifeneder, and Todd ran a meta-analysis in 2010 and found the effect was near-zero across many conditions. Sometimes more options help. Sometimes they paralyze. It depends on context: the person’s expertise, the stakes, the complexity of the choice, whether the options are meaningfully different.

I want to sit with that for a moment, because the nuance matters for practice. “Fewer choices is always better” is bad advice. What’s true: at high-stakes single decisions, at unfamiliar purchase moments, at points where a visitor is deciding whether to commit, reducing options reduces paralysis.

What’s not true: that you should strip options from expert tool palettes, browse interfaces, or workspace contexts where option density is a feature. A surgeon doesn’t want a simplified toolbar. A developer doesn’t want three menu items (I’m building a product right now where the whole point is information density). The principle is about decision points, not interfaces in general.



This is the final layer for a reason. It requires everything below it to be functional.

A perfectly designed trail doesn’t help if the visitor is cognitively overloaded (L0). Without trust on first impression (Layer 1), they’ll never follow the trail. Inconsistent or hard-to-process presentation (Layer 2) turns the trail into friction instead of flow. And if the messaging doesn’t connect emotionally (Layer 3), the trail leads to a destination nobody wants to reach.

Decision architecture is the capstone. It assumes you’ve already cleared the bandwidth, earned the first impression, established fluency, and connected through perception. Now you conduct. Now you build the trail.

They’re hunters looking for prey, and it’s my job to make a trail.

That line has become my shorthand for the whole layer. Your visitors aren’t wandering. They arrived with intent. They’re looking for something specific, even if they can’t articulate exactly what. My job isn’t to decide what they want. It’s to make the path between their intent and their goal feel so natural that following it feels like their idea.



I think about this through what I call the Mental Waterfall, the unconscious sequence of questions every visitor processes when they land on a site:


	What am I trying to accomplish here?

	Is there a clear path to that?

	What’s the point of this site?

	For whom is this?

	What is it trying to tell me?

	What is it trying to get me to do?

	How do I feel about doing it?

	Is this a fair exchange?

	Does this give me what I want?



The hero section answers questions one through five. If it does that in the first second or two, the visitor is primed. Then the rest of the page conducts them through six through nine as they scroll. Each section resolves one question and creates the momentum for the next. Like notes in a scale. Each one implies what follows. This is the same prediction mechanism from the last chapter—the brain generating expectations, matching each section against them. Match means flow. Violation means friction.

The waterfall isn’t a checklist. It’s a description of what’s already happening in your visitor’s head whether you designed for it or not. If your page doesn’t answer these questions in roughly this order, the visitor doesn’t stop and wait for answers. They leave. Autopilot carries them right past you, the same way it carried people past the nightclub entrance in Chapter 2.

If the hero fails, it’s the lights slamming on at 1:30am. They’re gone before you’ve started conducting.



The practical rules are simpler than the theory.

Navigation reflects user goals, not your org chart. This is the most common L4 failure I see, and it’s almost universal. Companies organize their navigation by how the company thinks about itself: “Products,” “Solutions,” “Resources,” “Company.” Users think in problems: “How does this work?” “What does it cost?” “Is it right for me?” When your navigation matches the company’s internal structure instead of the user’s mental model, every click requires translation. The visitor has to guess which department has the answer to their question. That’s a prediction error in the wrong direction: confusion instead of curiosity.

I rebuilt an e-commerce site where the old version was a homepage and a product list. That was the entire trail: land, browse, hope you find something. The new site organized products by how customers actually search—by use case, not by SKU. Someone looking for a commercial vacuum sealer and someone looking for a home food saver have completely different intents, different budgets, different urgency. The navigation has to respect that from the first click, or the trail is broken before it starts.

One primary CTA per viewport section. Not one CTA per page. One primary action per visible area. Too many buttons creates choice paralysis at the exact moment you need decisiveness. Zero buttons creates a dead end. One button, the right one, at the right moment, creates resolution.

CTAs at natural decision points. After value is established, not before. After social proof, not before. After the price, not before. A “Buy Now” button above the fold, before you’ve explained what the product is or why anyone should care, is like asking someone to marry you at the door. The tempo is wrong.

Show the premium option first. Anchoring is one of the most robust findings in behavioral economics. When the first number someone sees is high, everything after it feels like a deal. This isn’t manipulation. It’s honest framing. If your best offering genuinely is the best fit for most people, showing it first serves both of you.



Two refinements to the practical rules that matter more than they sound.

First: the description-experience gap.

Ralph Hertwig and Ido Erev published a paper in 2009 that identified a systematic asymmetry in how people weigh risk. Decisions from description underweight rare events. Decisions from experience weight them accurately.

Told the pill has a 1% side-effect rate, the user ignores it. After the pill causes nausea once, the user quits. Same probability. Different decision.

The implication for L4: for anything whose value lives in its edge cases (risk, pricing, uncertainty, future commitment), demonstrate via experience rather than describing the feature.

Interactive previews. Free trials. Samples. Calculators. Anything that moves the decision from description to experience.

Description-only copy loses the trust argument for any product whose value lives in what might go wrong or what might go right.

Second: construal-level theory.

Yaacov Trope and Nira Liberman synthesized a decade of research in 2010 around a single finding. The brain processes near and far commitments differently.

Near-term, concrete actions (“buy now,” “sign up,” “start the free trial”) trigger concrete-construal processing: immediate, specific, action-oriented. Abstract, future commitments (“strategic partnership,” “long-term growth,” “your company’s future”) trigger high-construal processing: categorical, broad, value-oriented.

L4 copy that mismatches the commitment distance loses conversion. A partnership pitch with “sign up” language feels transactional. A free-trial CTA with “build your company’s future” language feels bloated.

Match the linguistic register to the psychological distance of the ask. Near and concrete. Far and abstract. Get the pairing wrong and the reader feels it even when they can’t name it.



I know this layer is failing when users reach for the search bar instead of navigation. Clearest signal there is. The search bar is a bail-out. It means the trail broke and the visitor has resorted to hunting on their own. If your search bar gets heavy use, your information architecture isn’t doing its job.

Other signals: the main action is below the fold or lost in a forest of competing buttons. There’s no clear default option. Users say “I didn’t know what to click.” High conversion but low retention, which smells like dark patterns rather than genuine trail design.

And the inverse mistake: experts frustrated by oversimplified interfaces. Misapplied decision architecture to a context where option density is the feature. A Photoshop user doesn’t want three tools. A stock trader doesn’t want one chart. Know your audience’s expertise level and design the trail density to match.



Think about how this plays out on an actual page. A visitor lands on your homepage. The hero answers what this is, who it’s for, and why it matters. One CTA: “See how it works” or “Start free” or whatever your primary action is. They click, or they scroll. Either way, the next section deepens the value proposition, maybe with a feature breakdown or a visual explanation. One CTA: same action, different framing, now with more context. Then social proof: testimonials, logos, numbers. One CTA: same action again, now with credibility behind it. Then pricing or a comparison. One CTA: the commitment point.

Each section is a note in the scale. Each one resolves the question the visitor was carrying into it and creates momentum toward the next. The CTA doesn’t change. The context around it does. By the time they reach the final section, clicking that button isn’t a leap of faith. It’s the resolution they were already moving toward.

This is what separates trail design from the common mistake of scattering CTAs everywhere and hoping one sticks. When you put different actions in every section (“Watch the video!” “Download the whitepaper!” “Schedule a demo!” “Follow us on LinkedIn!”), you’re not giving people options. You’re giving them noise. Each competing action forces a conscious decision: “Is this the right thing to click?” That’s a prediction error at a decision point. Exactly the wrong place for friction.

One trail. One destination. Multiple on-ramps at natural decision points. The visitor chooses when to commit, but the commitment is always the same action.



I want to be careful about something here, because this layer is where the ethical questions get sharpest.

The line between conducting and manipulating is real, and it’s thinner than most designers acknowledge. Dark patterns are decision architecture too. The pre-checked box that subscribes you to a newsletter. The “Are you sure? You’ll miss out on savings!” modal when you try to close a popup. The pricing page where the “free” option is deliberately crippled to push you toward the paid tier. All of these are trails. They’re just trails designed to serve the business at the user’s expense.

Thaler and Sunstein actually addressed this distinction. They called their approach libertarian paternalism: structuring choices to guide people toward outcomes that benefit them, while preserving their freedom to choose otherwise. You can argue about whether that framing is honest (and plenty of people have), but the core principle is sound. The question isn’t whether you’re influencing behavior. You are. The question is whether the outcome serves the person being influenced.

My test is simple. If the customer understood exactly what I was doing and why, would they still feel good about the experience? If the answer is yes, I’m conducting. If the answer is no, I’m manipulating. Your customers don’t know you restructured the navigation around their mental model instead of your org chart. But if you told them, they’d say “good, that’s how it should work.” The trail serves them.

When the trail only serves the business, you’re not conducting. You’re funneling. And we’re back to the mechanical metaphor, pouring people through a container and hoping they don’t leak out.

I’ll go deeper on ethics in Chapter 11. But the seed belongs here, because decision architecture is where the temptation is strongest. Every other layer in the stack is about perception: how things look, how they feel, what they signal. This layer is about action. It’s the point where design becomes persuasion. And persuasion without ethics is just manipulation with better typography.



There’s a concept from improv that captures the entire philosophy of this layer. One of my improv teachers gave me a formula: (Listen) x (Act + React).

The formula for being in the moment. If Listen equals zero, if the user isn’t attending, everything else multiplies by zero. The first impression IS the moment that activates listening. Everything depends on it landing.

But once they’re listening, once the hero has done its job and the visitor is engaged, the rest of the experience is Act plus React. You present information (act). The visitor processes it and responds (react). You present the next piece (act). They respond again (react). Each exchange builds on the one before it, and if you’ve been listening, if you’ve actually understood what they came here for, the tempo feels natural.

This is why I said at the beginning of this chapter that a great CTA feels like the resolution of a scale. It’s the final Act in a sequence of exchanges where each step was calibrated to what the visitor needed at that moment. Not what you wanted to sell them. What they were ready to hear.

The bouncer story is the same pattern. I listened (understood that people wanted to enjoy their last twenty minutes). I acted (walked table by table with useful information). They reacted (ordered drinks, started wrapping up). I acted again (genuine thanks). The resolution (leaving at close) felt natural because every step respected their autonomy and served their interests alongside mine.



The trail is not the funnel.

A funnel assumes passivity. It assumes users will flow where you channel them, and your job is to minimize leakage. That metaphor produces designs that feel coercive, because they are. Every “nudge” is a wall. Every “optimization” is a way to prevent the user from exercising judgment.

A trail assumes agency. It assumes users are hunters with intent, and your job is to make the path between their intent and their goal so clear that following it feels like their own decision. That metaphor produces designs that feel natural, because they are. Every section resolves one question and creates momentum for the next. Every CTA arrives at the moment the visitor is ready for it. Every navigation label speaks the user’s language, not yours.

The difference isn’t in the outcome. Both approaches can achieve high conversion. The difference is in what happens after. Funnel-optimized experiences generate buyer’s remorse, support tickets, refunds, and one-time customers. Trail-designed experiences generate repeat purchases, word of mouth, and decade-long partnerships.

This is the final layer because it’s the one that turns everything else into results. L0 clears the bandwidth. First impressions earn the right to be heard. Fluency makes the message feel true. Perception bias connects the message to what people actually care about. And decision architecture builds the trail from caring to acting.

Do, re, mi, fa, sol, la, ti, do.

Resolution.

Next: Feel, Unpack, Diagnose, Prescribe, on the four-step process I actually use when I sit down with a client’s site for the first time.


Key Terms



	Decision architecture (Layer 4)	Thaler & Sunstein (2008). There is no neutral way to present choices. Every design is a choice architecture. The capstone layer that turns everything below it into results.

	Unconscious mastery	The point where technique becomes invisible and the practitioner focuses entirely on how the experience lands. The goal for any PFD practitioner.

	Mental Waterfall	The unconscious sequence of 9 questions every visitor processes when they land: from “What am I trying to accomplish?” to “Does this give me what I want?”

	Trail design	Building a path between user intent and action that feels so natural, following it feels like the user’s own decision. Contrasted with funnel optimization.

	Choice overload	Scheibehenne et al. (2010). The effect is context-dependent: at high-stakes single decisions, reducing options reduces paralysis. Expert tool contexts benefit from option density.

	Description-experience gap	Hertwig & Erev (2009). Decisions from description underweight rare events; decisions from experience weight them accurately. For products whose value lives in edge cases (risk, pricing, uncertainty), demonstrate via interactive preview or trial rather than describing the feature.

	Construal-level	Trope & Liberman (2010). The brain processes near and far commitments differently. Near/concrete actions (“buy now”) need concrete language. Abstract/future commitments (“partnership”) need high-construal language. Mismatches feel transactional or bloated.

	Libertarian paternalism	Thaler & Sunstein (2008). Structuring choices to guide people toward beneficial outcomes while preserving freedom to choose otherwise.
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Chapter 09
Feel, Unpack, Diagnose, Prescribe
How expert diagnosis actually works, why feeling comes before thinking, and the four-step process that turns “something’s off” into a fix.

A client sent me a link to their homepage last year with the subject line “something’s off.” No other context. No analytics. No brief. Just a URL and three words.

I opened the page. My stomach tightened. My eyes couldn’t land anywhere. Dense text above the fold, a rotating carousel of stock photos, eleven navigation items, and a chatbot popup that appeared before the page finished loading. The overall feeling: I’m being talked at by someone who doesn’t realize they’re shouting.

That feeling happened in about two seconds. I hadn’t read a word of copy. I hadn’t checked the analytics. I hadn’t looked at the mobile experience. But I already knew the shape of the problem.

Here’s the thing: that two-second gut response wasn’t a hunch. It was a diagnosis. I just didn’t have the vocabulary for it yet.



The Doctor’s Glance

In medical education, there’s a concept called the doorway diagnosis. An experienced physician walks into an exam room, and before they ask a single question, before they touch a stethoscope, they’ve already formed a working hypothesis. Skin color, posture, breathing pattern, facial expression. The patient hasn’t spoken yet, but the doctor has already started narrowing the possibilities.

This isn’t magic. It’s pattern recognition running on a database built from thousands of prior patients. Ericsson and colleagues spent decades studying expert performance and found that what separates experts from novices isn’t speed of thought. It’s the size and organization of their pattern library (Ericsson, Krampe & Tesch-Römer, 1993). A cardiologist who has listened to ten thousand heart sounds doesn’t consciously compare each murmur to a textbook diagram. The recognition fires automatically. The pattern matches before the conscious mind catches up.

Gary Klein studied this across firefighters, military commanders, and intensive care nurses. His Recognition-Primed Decision model (Klein, 1998) showed that experts in high-stakes environments almost never compare options the way decision theory says they should. They don’t line up alternatives and weigh pros and cons. Instead, they recognize the situation as a variant of something they’ve seen before, mentally simulate the first plausible response, and act. The recognition happens fast. The deliberation happens after, as a check, not as the primary engine.

Design diagnosis works the same way. When I open that client’s homepage and my stomach tightens, that’s my pattern library firing. Fifteen years of looking at websites, thousands of pages across hundreds of clients, compressed into a gut signal that says: this page is fighting itself.

The feeling isn’t soft. It’s the fastest diagnostic instrument I have.



Why the Sequence Matters

Over those fifteen years, I’ve distilled the diagnostic process into four steps. They sound obvious when I list them. The sequence seems almost too simple to call a methodology. But the order is load-bearing. Skip a step, reverse two, or collapse them into one, and the diagnosis breaks.

The four steps: Feel. Unpack. Diagnose. Prescribe.

Each one operates in a different cognitive mode. Feel is pre-verbal. Unpack is analytical. Diagnose is forensic. Prescribe is architectural. They use different parts of the brain, and they need to happen in sequence because each step generates the input for the next one.

This isn’t just my personal preference for how to work. The sequence mirrors how expert reasoning actually operates. Croskerry (2009) mapped dual-process theory onto clinical diagnosis and found that effective diagnosticians oscillate between intuitive recognition (System 1) and analytical verification (System 2), but they start with intuition. The gut response narrows the search space. The analysis confirms or corrects it.

Starting with analysis, without an intuitive anchor, produces what Croskerry calls “premature closure,” locking onto the first measurable thing you find instead of the thing that actually matters.

In design, premature closure looks like this: someone opens the analytics, sees a high bounce rate, and immediately starts redesigning the hero section. They skipped feeling the page. They skipped unpacking which principle is violated. They jumped from symptom to treatment and missed the disease.



Step 1: Feel

I arrive at the page and I let the emotional response fire before language kicks in. Before I start naming things, before I look for specific problems, before I open DevTools or check the analytics dashboard. I just feel it.

That “something’s off” homepage? My Step 1 took two seconds. Stomach tightened. Eyes couldn’t land anywhere. The compressed signal my System 1 returned: “being shouted at.” I wrote that down. I didn’t name the eleven nav items or the chatbot popup yet. Not yet.

The vocabulary of Feel is simple and physical. “This makes me feel rushed.” “This makes me feel like I can’t find the thing I need.” “This feels cheap.” “This feels cold.” “This feels like nobody cared.”

Notice the language. “Rough.” “Heavy.” “Sharp.” “Warm.” “Sour.” When we describe first impressions, we instinctively reach for sensory words. This is not a quirk of casual speech. It is grounded in how cognition actually works.

Lakoff and Johnson (1980) laid the foundation: abstract concepts are structured through physical metaphors. We understand “heavy” topics, “warm” people, “rough” experiences because cognition is embodied. It runs on a body that has weight, temperature, texture. The metaphors are not decorative. They are the architecture.

The experimental evidence is striking. Williams and Bargh (2008) had participants hold either a warm or cold cup of coffee, then rate a stranger’s personality. Warm cup holders rated the stranger as having a “warmer” personality. Physical sensation directly influenced social judgment. Ackerman, Nocera, and Bargh (2010) extended this across multiple senses: the weight of a clipboard made résumés feel more “important,” rough textures made social interactions feel more “difficult,” and hard objects made negotiators more “rigid.” Haptic sensation shaped abstract evaluation, reliably, across studies.

This is why the Feel step works. When a designer says “this site feels heavy” or “that layout feels rough,” they are not being vague. They are accessing a perceptual system that maps physical sensation to abstract evaluation. Sensory language IS diagnostic language. It is the fastest path to what the unconscious evaluation actually detected.

The feeling itself is the diagnostic data. Not an interpretation. Not a theory about what’s causing it. The raw emotional response.

In an industry obsessed with data and measurable outcomes, “I felt a thing” sounds like it belongs in a therapy session, not a design review. But that feeling IS your System 1 processing the entire page simultaneously. It’s the predictive model I described in Chapter 2, running a full-stack pattern match against thousands of stored templates and returning a single compressed signal. “Off.” “Good.” “Wrong.” “Trustworthy.” “Sketchy.”

Damasio’s somatic marker hypothesis (1994) explains why this works. Emotional responses aren’t separate from rational decision-making. They’re integral to it. The body tags situations with feelings based on prior experience, and those tags function as rapid-fire heuristics that narrow the decision space before conscious analysis even begins.

Patients with damage to the ventromedial prefrontal cortex, the region that generates these somatic markers, can reason perfectly well in abstract terms but make catastrophic real-world decisions. They lost the feeling, and without it, they lost the ability to prioritize.

The feeling is the fastest diagnostic instrument you have. It’s also the most honest one, because it fires before your conscious brain starts rationalizing, making excuses, or looking for things to praise.

Emotional Primacy: Why the Feeling Arrives First

This isn’t a metaphor. Feelings are the fastest response system the central nervous system produces. They arrive before language can catch up, before your brain can put words to what it detected. That’s not a design choice I made for this methodology. It’s how human neurology actually works.

LeDoux (1996) mapped the pathway. When sensory input hits the thalamus, it splits. One route goes up through the cortex for detailed, conscious analysis. The other route, what LeDoux called the “low road,” shoots straight to the amygdala, bypassing the cortex entirely.

That low road delivers an emotional response in as little as 12 milliseconds. The cortical route, the one that gives you conscious awareness and the words to describe what you’re seeing, takes 200 to 300 milliseconds. By the time your conscious mind knows what it’s looking at, your emotional system has already responded.

Zajonc (1980) argued this from the behavioral side before the neuroscience confirmed it. His paper “Feeling and thinking: Preferences need no inferences” presented evidence that affective reactions can occur independently of, and prior to, cognitive processing.

Emotions are not post-cognitive. They are pre-cognitive. You don’t evaluate something and then feel about it. You feel about it and then evaluate it. The preference forms before the reasoning can justify or explain it.

Now compare this to language. Wernicke’s area, the region of the brain responsible for language comprehension, operates on a completely different timescale. Kutas and Hillyard (1980) discovered the N400 component, an electrical signature the brain produces when it encounters a word and tries to make meaning of it. That component peaks around 400 milliseconds after stimulus onset, with activity spanning roughly 200 to 500 milliseconds. That is the speed of language comprehension: a quarter-second to half-second for your brain to process a single word in context.

The gap between feeling and naming is neurologically real and measurable. Your amygdala responds at 12 milliseconds. Your language system responds at 200 to 500 milliseconds. That is a 10x to 40x speed difference.

This is why you laugh before you can explain why something is funny. Why you recoil before you can name what’s wrong. Why you feel a certain way about a webpage, a person, a room, before you can articulate it. The 50-millisecond verdict I keep returning to in this book isn’t just fast. It’s pre-linguistic. The feeling arrives first. Language follows.

Damasio’s somatic marker work (1994), already referenced above, converges on the same point. The body tags situations with feelings before the conscious mind reasons about them. Those somatic markers are the CNS’s shortcut, and they operate on a timescale that language cannot match.

This is what I mean by “50 milliseconds.” The Feel step is not about being imprecise or touchy-feely. It is about accessing the fastest, most honest evaluation system the brain has. By the time you can say what’s wrong, you’ve already felt it. The diagnostic sequence starts with Feel because that is where the data arrives first.

My ADHD is actually an advantage here. I feel cognitive load more acutely than most users. Friction that a neurotypical designer might walk past without noticing, a cluttered sidebar, an ambiguous label, registers for me as genuine discomfort. The same sensitivity that makes filling out government forms painful makes me a better diagnostic instrument. My perceptual system is tuned to a lower threshold. That’s a liability in daily life and an asset in design work.

The critical discipline in Step 1 is not acting on the feeling. Not yet. The feeling is data. It tells me something is wrong and points in a direction. But if I jump from “this feels cheap” straight to “let’s fix the typography,” I’ve collapsed four steps into one. I’ve skipped the unpacking, the diagnosis, and the requirements gathering. I’ll probably land on a reasonable fix. But I’ll miss the systemic issue underneath it.

Sit with the feeling. Name it. Write it down. Then move to Step 2.



Step 2: Unpack

“Why does this feel X?”

Now I’m looking for the broken rule. Not the specific element (though I’ll get there), but the underlying principle the page violates. Something made me feel rushed. Why? Something made me feel like the site was untrustworthy. What pattern is generating that signal?

This is the transition from System 1 to System 2. The gut response has narrowed the search space. Now the analytical mind works within that narrowed field instead of trying to evaluate everything at once. Klein (1998) found that experts who skipped this step, who acted purely on recognition without unpacking, made faster decisions but more errors. The experts who paused to mentally simulate their intuitive read before acting caught problems that pure recognition missed.

Back to that homepage. Why “being shouted at”? I started cataloging which principles were broken.

Don’t overload. Eleven navigation items, three competing calls to action, a rotating carousel, and a chatbot popup. The brain’s working memory holds roughly four chunks at a time (Cowan, 2001). This page was demanding twelve.

Every element beyond the limit becomes noise that the brain has to actively filter, spending processing bandwidth on things that don’t carry meaning. Hick’s Law (Hick, 1952) predicted this decades ago: decision time increases logarithmically with the number of choices. More options doesn’t mean more engagement. It means more paralysis.

A caveat: less doesn’t always mean more. In professional tooling, code editors, design software, analytics dashboards, information density IS the product. Kalyuga and colleagues (2003) documented the expertise reversal effect: instructional designs that help novices can actively hurt experts. Simplified interfaces strip away the context that experienced users rely on to work efficiently. The overload principle applies to consumer-facing design where the user is deciding whether to engage. It does not apply to tools where the user has already committed and needs context to perform. Know the difference.

Be specific. The copy said “innovative solutions” and “best-in-class service” and “driven by passion.” None of it told me what the company actually does or why I should care. Vague language triggers the same suspicion as vague eye contact. If you can’t be specific about what you do, I start wondering why.

Pennebaker’s text analysis research (2011) shows that concrete, specific language correlates with perceived honesty, while abstract language correlates with perceived deception. Your visitors’ brains are running this evaluation whether you want them to or not.

Get to your point. Three scrolls deep and I still didn’t know what this business sells. The hero section is the table visit at 1:10 in a restaurant. You have seconds, not scrolls. Lindgaard’s research (2006) on rapid aesthetic judgments found that users form reliable impressions of websites within 50 milliseconds. If the first viewport doesn’t communicate what you are and who you’re for, everything below it is a conversation with someone who already left.

Signal-to-noise. This is essentially contrast between elements. Half the elements on this page were decorative filler. Stock photography that could be on any site in any industry. Animated flourishes that moved without purpose.

When everything is visually loud, nothing stands out. When nothing stands out, the brain has no hierarchy to follow and falls back on scanning, which is slow and effortful. Every element that doesn’t carry meaning is a processing fluency tax on every visitor.

Reber, Schwarz, and Winkielman (2004) demonstrated that processing fluency, the ease with which information is processed, directly affects preference judgments. Harder to process means less trustworthy, less likeable, less credible. Visual noise isn’t neutral. It actively degrades the experience.

Expectation mismatch. The trickiest violation. Sometimes the design isn’t breaking any obvious rule. The cognitive load is reasonable, the copy is specific enough, the structure is clear. But the feeling doesn’t match the brand’s positioning. A luxury brand that feels generic. A startup that feels corporate. A personal service that feels automated.

That gap between what the brand says and what the design signals is a processing fluency violation at the identity level. The verbal system promises one thing and the perceptual system delivers another. The visitor can’t name the conflict, but they feel it.

Four of those five violations were present in a single viewport. The feeling was right. It just needed names.

Over fifteen years, I’ve noticed the same violations show up again and again. Different industries, different budgets, different teams. The surface symptoms change. The broken rules don’t. That’s what makes unpacking a skill rather than a checklist: the ability to trace a feeling back to the principle it’s violating, even when the surface looks nothing like the last time you saw that principle break.



Step 3: Diagnose

Unpacking tells me which rules are broken. Diagnosis tells me which layer is failing.

This is where data enters the picture. Steps 1 and 2 are perceptual and analytical. Step 3 is forensic. I’m mapping the broken rules I identified in Step 2 to specific layers of the framework and cross-referencing against behavioral evidence.

The distinction matters because different layers produce similar symptoms. Low conversion could be a Layer 1 failure (people bounce before they see anything) or a Layer 4 failure (people engage but the path to action is broken). The treatment is completely different. Prescribing without diagnosing the layer is like treating a headache without checking whether it’s dehydration or a brain tumor. The symptom is the same. The cause determines the intervention.

I pulled up that client’s analytics. High bounce rate, low time on site. Layer 1: the first impression was doing the damage before anything else got a chance to work. But visitors who made it past the homepage showed decent engagement with low conversion. Layer 4: the trail was broken too. Two layers failing, and the dependency stack told me which one to address first.

Over years of doing this, I’ve built a pattern library that maps data signatures to layers.

High bounce rate, low time on site: the first impression is failing. Visitors are landing, getting a gut response (Step 1 at user scale), and leaving before they process anything else. That’s Layer 1, the 50-millisecond verdict. The page looks wrong, feels wrong, or fails to communicate what it is before the visitor’s autopilot carries them away.

High time on site, low conversion: the visitor is engaged but not acting. They’re reading, scrolling, maybe exploring. But something isn’t compelling them to take the next step. That’s usually Layer 4, decision architecture. The trail is broken. There’s no clear path from interest to action, or the path exists but doesn’t feel natural, so the visitor stalls.

High add-to-cart, low checkout completion: might be L0 (cognitive load in the checkout flow itself) or Layer 3 (price perception, where the perceived value doesn’t match the number at the payment screen).

Strong desktop, poor mobile: Layer 2, processing fluency. The visual system works at one scale but breaks at another. Spacing that breathes on desktop collapses into a wall on mobile. Typography that anchors hierarchy on a wide screen loses its rhythm on a narrow one.

What users say they want doesn’t match what they do. The classic Layer 3 signal, perception bias. Users tell you in surveys they want more features, more information, more options. Their behavior shows them converting on the simplest, most focused version of the page. Nisbett and Wilson (1977) demonstrated this gap decades ago: people regularly misidentify the causes of their own behavior. The gap between stated preference and revealed preference is where perception bias lives, and recognizing it is one of the most important skills a designer can develop.

This diagnostic step is where the physician analogy becomes most precise. A good diagnostician doesn’t just recognize symptoms. They map symptoms to systems. They understand which organs are upstream and downstream of each other. They know that treating a downstream symptom while the upstream cause persists is futile. The PFD layer stack functions the same way: each layer depends on the ones below it. Diagnosis tells me where in the stack the failure lives, so the prescription targets the right level.



Step 4: Prescribe

One rule governs every prescription: fix the lowest failing layer first.

This is the dependency stack from the framework, applied as a treatment protocol. The five layers aren’t independent. They build on each other. Layer 1 depends on L0. Layer 2 depends on Layer 1. And so on. If L0 is broken, if the user can’t figure out how to navigate, then fixing Layer 4 (the decision trail) is pointless. The user never gets there.

Fixing decision architecture when the first impression is broken is like optimizing a trail that nobody enters. You can build the most elegant conversion path in the world, but if the visitor bounced in 50 milliseconds because the site looked like a scam, the path is invisible.

That homepage had Layer 1 and Layer 4 both failing. Layer 1 is lower, so that’s where I started. The stock carousel became a single hero image with one clear sentence: what the company does and who it’s for. Eleven nav items became five. The chatbot popup got killed entirely. Those changes alone moved the bounce rate, because the first impression stopped triggering “being shouted at” and started triggering “I can see what this is.”

Then I moved up to Layer 4 and restructured the page so the path from “what is this” to “I want this” felt like walking, not searching.

This sounds obvious. It’s also where most design processes go wrong. Teams want to fix the exciting problem: the conversion funnel, the checkout flow, the pricing page. Those are Layer 4 problems, and they’re genuinely important. But if the data shows the real drop-off happening at the homepage, at the hero, at the first impression, then the exciting problem isn’t the actual problem. The actual problem is less glamorous: typography that doesn’t signal professionalism, stock photography that feels generic, a value proposition buried below three screens of scroll.

Tversky and Kahneman (1974) identified this as the availability heuristic: people overweight problems that are mentally accessible (the pricing page everyone’s been arguing about) and underweight problems that are harder to articulate (the vague feeling that the homepage “doesn’t feel right”). The dependency stack is the antidote. It replaces subjective priority with structural priority. Which layer is it? Fix the lower one first. Not because it’s more important in some abstract sense, but because downstream layers literally cannot function until the upstream ones work.



The Last 10%

One pattern I see constantly, across industries and budgets. The difference between a C-minus design and an A-plus design is usually typography, spacing, and styling. Small systematic tweaks that take something from 90% done to fully resolved.

Clients often think they need a redesign when they actually need refinement.

Those last 5 to 10 percent of changes are disproportionately impactful because processing fluency compounds. One slightly wrong font weight is barely noticeable. Twenty slightly wrong details create a cumulative feeling of “something’s off.” Fix the twenty small things and the whole page snaps into focus.

Alter and Oppenheimer (2009) demonstrated this compounding effect experimentally. They found that even minor fluency manipulations, changing a font from slightly hard to read to slightly easy to read, shifted judgments of truth, confidence, and trust. The effect isn’t about any single element. It’s about the accumulated ease or difficulty of processing the whole. Twenty small friction points don’t add up linearly. They multiply, because each one makes the next one feel slightly worse.

This is why the diagnostic sequence matters even for “small” fixes. A designer who skips the feeling step and jumps straight to “the font weight is wrong” will fix the font weight. But they’ll miss the nineteen other small things that are compounding with it, because they never felt the cumulative weight. The feeling told me “something’s off.” The unpacking told me it’s twenty small things, not one big thing. The diagnosis told me they’re all Layer 2. The prescription: systematic refinement, not redesign.



Where I Learned This

I first noticed this sequence in action at the door of a nightclub in Santa Barbara, years before I had a name for it.

When someone walked up, I felt something before I could articulate it. Something about their energy, their posture, the way they approached the line. I unpacked why: what specifically was triggering that read? Eyes glassy, speech slurred, posture unstable. I diagnosed: too intoxicated, not “bad person.” Then I prescribed: slow them down with conversation, redirect to water, reassess in ten minutes. Or turn them away cleanly, before the situation escalated.

Feel, Unpack, Diagnose, Prescribe. That order. Every time.

When I skipped steps, things went wrong. If I jumped from feeling to prescribing (gut says trouble, turn them away), I’d sometimes refuse someone who was just nervous. If I skipped feeling entirely and went straight to diagnosis (checking ID mechanically without reading the person), I’d miss the guy with a valid ID who was clearly about to start a fight. The steps existed because each one caught things the others missed.

Bouncing taught me something that took years to fully understand. The best diagnostic decisions aren’t purely intuitive and they aren’t purely analytical. They oscillate between both. Kahneman (2011) described this as the interplay between System 1 and System 2, where intuition generates candidates and analysis evaluates them. Klein and Kahneman eventually co-authored a paper (2009) reconciling their frameworks, agreeing that expert intuition is reliable when two conditions are met: a regular environment with valid cues, and sufficient practice to learn those cues.

A nightclub door at 1 AM on a Saturday is a regular environment with valid cues. So is a website. The patterns repeat. The cues are learnable. The intuition, once trained, is fast and accurate. But it needs the analytical check. It needs the unpacking and the diagnosis. Without them, intuition is just guessing with confidence.



The Whole Sequence

Feel, Unpack, Diagnose, Prescribe. Four steps, always in order.

That client’s “something’s off” became a page that converts. Not because I had a magic fix. Because I felt it first, unpacked why, diagnosed which layers were breaking, and prescribed in dependency order. The feeling led to the rules. The rules led to the layers. The layers led to the fix.

The alternative to this sequence is every shortcut I’ve watched fail in fifteen years. Jumping to solutions before feeling the problem. Copying competitors instead of unpacking the real violation. Treating the exciting symptom instead of the structural cause. The steps exist because every way of skipping them has a name, and I’ve seen each one cost someone real money.

The sequence is the methodology. The layers give you the map. And the discipline of not proposing solutions until you understand the problem is the hardest skill in design, because every instinct tells you to jump to the fix.

Fifteen years in, I still have to force myself to slow down. To feel first. To let the feeling teach me something before I decide what it means.

Next: Music, Humor, Stories, on the three tools that change how people feel about anything, ranked by power.


Key Terms



	Feel, Unpack, Diagnose, Prescribe	The four-step diagnostic sequence. Feel is pre-verbal (System 1). Unpack is analytical (System 2). Diagnose is forensic (mapping to layers). Prescribe is architectural (fixing in dependency order). Sequence is load-bearing.

	Doorway diagnosis	Medical concept: an experienced physician forms a working hypothesis before asking a single question. Pattern recognition running on thousands of prior cases. Design diagnosis works identically.

	Recognition-Primed Decision	Klein (1998). How experts actually decide in high-stakes environments: recognize the situation type, mentally simulate the first plausible response, act. Recognition first, deliberation as a check.

	Emotional primacy	Zajonc (1980), LeDoux (1996). Affective responses arrive before cognitive processing. The amygdala’s low road responds in ~12ms; language comprehension operates at 200–500ms. The feeling is pre-linguistic. It arrives before you can name it.

	Somatic markers	Damasio (1994). The body tags situations with feelings based on prior experience. These markers function as rapid heuristics that narrow the decision space before conscious analysis. Feeling is not the opposite of reasoning. It is reasoning’s fast lane.

	Premature closure	Croskerry (2009). Locking onto the first measurable finding instead of the actual root cause. The diagnostic error that occurs when you skip from symptom to treatment without the intermediate steps.

	Viewport count	Layer 0 test: count everything competing for attention in a single viewport. Working memory holds roughly four chunks (Cowan, 2001). If a screen demands twelve, L0 is failing.

	Dependency stack	The treatment protocol: fix the lowest failing layer first. Downstream layers cannot function until upstream ones work. Structural priority replaces subjective priority.
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Chapter 10
Music, Humor, Stories
Three tools that change how people perceive anything, ranked by power. All of them came from improv class.

I took my first improv class in Chicago because a guy I met at a meetup about emotions in games became a friend and told me to go see a show at iO Theater. I was captivated by what I saw, and how improvisation led to so much laughter and people paying close attention to whatever that bouncing ball of attention the actors held compelled them to.

I’d gotten my autism diagnosis a few months earlier. I was just starting to realize that my systems for socializing were miscalibrated. I wasn’t picking up on when people were disinterested, or reading other cues. Tone deaf in the social sense.

When I saw improv, I saw all those social instincts being called on in patterns that other improvisers picked up on, took in at full blast, and then acted and reacted on. To the audience it looked like magic, people making things up out of nothing. But improv is less about making things up and more about using your experience to act in the moment. And these performers were using it to tell stories and jokes and evoke the full spectrum of emotions.

I was captivated, and I needed to know what was actually happening.

Taking classes literally spelled it out. The rules, the patterns, the dynamics, and the kind of group mind that teams develop after working with each other long enough. Everything the audience experienced as spontaneous magic had structure underneath it.

Not metaphors. Tools.



There are three ways to change how someone perceives something. I rank them by power: music, humor, and stories. This ranking comes from 15 years of applied work and it’s backed by converging research across music cognition, humor psychology, and narrative persuasion. But I want to be clear: the unified hierarchy is my practitioner synthesis. Each level is grounded independently in the literature. The combined ranking is how I use them, not a published model.

Music first.



Music: Bypassing Rational Processing

When I say “music” I don’t mean put a soundtrack on your landing page. I mean the thing that music does to the brain, and how that same mechanism operates in visual design.

Music communicates emotion, momentum, and how to think and feel. And it does all of this by bypassing rational processing entirely. Koelsch showed in 2014 that music modulates subcortical emotion structures (amygdala, nucleus accumbens, hippocampus) rapidly and potentially before conscious evaluation even begins. Your brain responds to musical structure before you’ve decided to respond. The emotional hit lands before the analysis has time to form.

Juslin and Västfjäll (2008) identified six mechanisms for music-evoked emotion, and the majority of them, brainstem reflexes, evaluative conditioning, emotional contagion, bypass conscious processing entirely. Huron mapped this in 2006 as the ITPRA theory: Imagination, Tension, Prediction, Reaction, Appraisal. Of those five stages, only appraisal is fully conscious.

Four-fifths of the response happens before you know you’re responding. It’s not a metaphor for design, it IS design.



There’s a video I send people when I’m trying to explain what I mean by the gap between technique and feeling. It’s Benjamin Zander, conductor of the Boston Philharmonic, giving a talk about classical music and why most people think they don’t like it.

He starts by mocking a kid stuck in piano lessons, grinding through a Mozart sonata with no progress because the lessons are boring. Then he grabs someone from the audience, pretends they’re that kid, and tells them: “You’re a two-buttock player. You need to be a one-buttock player.” He sits down at the piano and shows the difference. A two-buttock player is planted, rigid, technically correct and emotionally dead. A one-buttock player leans into the music. The technique is invisible because it’s been internalized so deeply that conscious attention is free to focus entirely on how the music makes you feel.

He plays Chopin’s Prelude in E minor, Op. 28, No. 4, the one sometimes called the “Suffocation” prelude. He walks through what Chopin is doing: delaying resolution, using deceptive cadences, sustaining tension longer than your ear expects. At one point a man in the audience sighs audibly when the resolution finally lands, and Zander picks him out. That sigh is the point. The body responded before the mind caught up.

He does this thing where he sings down a scale and stops before the last note. The whole audience fills in the tonic without being asked. Nobody told them to. The pattern created an expectation so strong that completing it felt involuntary. That’s not education. That’s the nervous system responding to musical structure the same way it responds to gravity.

Then he plays the whole prelude and asks the audience to think of someone they’ve lost. Follow the delayed resolution, he says. Feel where Chopin holds the tension and where he finally lets it go. The room goes still.

“Classical music is for everyone,” he says. “They say 3% of the population likes classical music. I say everyone loves classical music. They just haven’t found out about it yet.” And then the line that stuck with me: “As a performer, ask yourself: who am I being, that my listeners’ eyes are not shining? It’s not about wealth and power. It’s about how many shining eyes are around me.”

Unconscious mastery and flow state. That’s what I’m watching in that video. Someone who has internalized decades of technique so completely that none of it is visible in the performance. All you see is the effect. When I sit down and focus these days, that’s what happens with this methodology. The layers, the diagnostics, the pattern library, the perception analysis. It runs automatically. I don’t think about how things are done. I think about how they land.

I’m not bragging. The point is that the goal for any practitioner learning this framework is to internalize it deeply enough that it becomes unconscious. The conscious version is slow and effortful. The unconscious version is responsive, adaptive, and present.

When the technique becomes invisible, the outcome becomes everything.



Think about what typography rhythm does to a page. The spacing between headlines and body copy. The cadence of short paragraphs followed by a longer one. The visual flow that pulls your eye from hero to proof to CTA without you consciously tracking the movement. The timing of a scroll-triggered animation, whether it feels abrupt or inevitable.

The music of a page. It controls pacing and emotional state the same way a tempo change controls the energy in a room. Fast sections create urgency. Slow sections create gravity. Pauses create anticipation. And the transition between them, the moment where a dense technical section gives way to a single short sentence standing alone, that’s a key change. The reader feels it in their body before they process it consciously.

That scale Zander sang, stopping before the last note. The pattern demands completion. You don’t have to explain it. You don’t have to label it. The brain fills in the resolution because the expectation is so strong that completing it feels inevitable.

A well-designed page works the same way. Each section creates the expectation that naturally resolves in the next. The hero sets up the problem. The proof section confirms the authority. The testimonials provide social validation. And the CTA is the last note of the scale. By the time someone reaches it, clicking feels like completing a thought they were already having.

You don’t convince anyone to click a CTA. You design a sequence where clicking is the resolution of accumulated momentum. The button isn’t persuasion. It’s the final note that was always going to come.



Humor: Controlling What People Notice

Music controls how people feel. Humor controls what they pay attention to.

Jokes change how people feel about something by pointing out absurdity and giving permission to think without rigidity. The structure of a joke is deceptively simple. The setup creates an expectation. The punch reveals a pattern. And what happens between setup and punch, the tiny gap where the brain is anticipating the resolution, that’s anxiety. Laughter is the anxiety being released.

It works the same way a prediction error works in the broader framework. The brain predicts what’s coming. The punchline either confirms the prediction in a surprising way (“I’d do that!”) or violates it in a way that reframes the setup (“I’d never do that!”). Either way, the surprise generates engagement. The brain leans in because something unexpected happened in a safe context.

In design, this shows up as pattern interrupts, unexpected delight, personality in copy, and moments where the experience subverts expectation in a satisfying way. Not literal jokes. Don’t put puns on your pricing page. Don’t get cute in your terms of service. Anywhere the user needs clarity, give them clarity. But the mechanism of humor, expectation, subversion, release, that’s a design tool. A loading animation that does something unexpected. A 404 page that makes you smile instead of sigh. A piece of copy that zigs when every competitor zags. These aren’t humor in the traditional sense, but they use the same cognitive machinery. Anticipation, surprise, delight.



In improv, there’s something called the rule of eventually. It’s the technique of starting a word that sounds like it’s going one direction and landing somewhere else. “That’s horri-bly... good!” The audience’s brain hears “horri-” and braces for “horrible.” The anxiety of an insult builds. Then “good” lands and the relief creates a burst of energy. The joke isn’t the content. It’s the trajectory.

This is a micro-version of what great design does. Create an expectation, sustain it long enough for the brain to commit, then deliver something that resolves the tension in a way that’s better than what was predicted. Not confusing. Not random. Better.

Three comedy escalation patterns map directly to UX:

Linear repetition. Same intensity, building familiarity. This is consistent brand messaging. Every page, every touchpoint, same tone, same quality, same feel. The repetition doesn’t escalate but it accumulates. Trust builds through predictability. After the fifth time a brand delivers on its implicit promise, the sixth time feels like a relationship.

Sequential escalation. Building momentum toward a peak. This is the marketing funnel narrative. Each step in the journey is slightly more compelling than the last. The blog post is interesting. The email series goes deeper. The case study is specific and concrete. The discovery call feels inevitable. Each beat builds on the one before, creating a sense of forward motion.

Exponential escalation. Each beat dramatically amplifies the last. This is the hero section into social proof into testimonial into CTA pattern. The hero makes a bold claim. The logos beneath it silently say “these companies trusted that claim.” The testimonial says “and here’s a real person confirming it.” By the time the CTA appears, the accumulated proof has gone from assertion to evidence to human validation, and each layer multiplied the credibility of the one before.



Stories: Shaping What People Believe

Music shapes how people feel. Humor shapes what they notice. Stories shape what they believe.

Stories are how we simulate experiences without having to live them. Green and Brock demonstrated this in 2000 with their research on narrative transportation, the phenomenon where absorption into a story produces belief changes consistent with the narrative. You read about someone’s experience, you get pulled into it, and when you emerge, your beliefs have shifted toward the story’s perspective. Through simulation, not argument.

Van Laer and colleagues confirmed this across 132 effect sizes in a 2014 meta-analysis. Braddock and Dillard found the same pattern in narrative persuasion studies. The mechanism holds up: stories change beliefs and attitudes. They do it reliably. They’ve been doing it for as long as humans have been communicating.

But most people miss the important part about stories. A story isn’t the events. It’s how someone changes from A to B. Lisa Cron nails this in Wired for Story: the brain is wired to track transformation, not sequence. “I went to the store and bought milk” is a sequence of events. “I was terrified of grocery stores until I realized the produce section was designed to make me feel calm” is a story. The difference is transformation.

This applies directly to how a website should work. The user is the protagonist. They arrive with a problem (point A) and the experience should transform their understanding (point B). The hero section is the inciting incident, the moment something disrupts their autopilot and activates engagement. The content is the rising action, building understanding and trust. The CTA is the climax, the moment of decision. Testimonials are supporting characters who’ve already completed the journey and came back to tell you it was worth it.

That makes the page a transformation arc. The user is the lead. The brand is supporting cast.

Most landing pages get this backwards. They tell the company’s story. Founded in 2003. Trusted by millions. Our mission is to blah blah blah. The company is the protagonist and the user is the audience. It takes a bit of perspicacity to flip that. To put yourself in your audience’s shoes and figure out what their actual mental flow is when they land on your page. What their goals are. What emotions they’re carrying. Most people skip this step because it means thinking about someone who isn’t you. Cast the user as the lead. Everything else is supporting cast.

And here’s where this gets practical. The typical homepage is a hero section with a value proposition and a call to action. “Buy now.” “Learn more.” “Schedule a demo.” All of those are asks. They take from the visitor. What if you gave something instead? What if the first thing someone encountered wasn’t a demand but an acknowledgment of why they’re here? Same intent, shaped for how it’s perceived.



The Improv Rules That Became Design Tools

All of this came from improv class.

Not all at once. The notebook I kept from 2012 and 2013, a bound hardcover I carried to every class and show, was mostly notes about scene work and character exercises. But the principles I was writing down kept showing up in my design work, and eventually I stopped treating them as separate domains. The improv rules became operational design tools.

These are the ones I use constantly.

“Yes, and.” The foundational rule of improv, and the foundational rule of this methodology. You agree with what exists and add to it. In improv, this means taking whatever your scene partner gives you and building on it. In design, this means accepting the constraints (the client’s brand, the existing platform, the budget, the timeline) and building within them. Don’t throw everything out when something feels wrong. Brick by brick, not castle at a time. In stakeholder conversations, yes-and is how I tell clients they’re correct while disagreeing with them. I accept the validity of their concern (yes, that IS a reasonable worry), then redirect toward a better solution (and here’s how we address it without compromising the design). Nobody likes being told they’re wrong. Everyone likes being told their concern is valid and here’s what we do about it.

The fun thing about this rule, and all these rules, is that knowing them lets you bend them, break them, and get around them. You can agree to disagree. You can yes-and someone right into seeing why their own position doesn’t serve them. The rules aren’t constraints. They’re instruments. Once you know how they work, you can play them however the situation demands.

“Chicken or egg.” Playing with what comes before and what comes after in a sequence. Things need to make temporal and pattern sense. If your hero section talks about results but your proof section hasn’t established credibility yet, the sequence is wrong. The claim lands before the evidence, and the brain rejects it. Reorder the same content and suddenly it flows. The information didn’t change. The sequence did.

“Hold topics and return.” In improv, you introduce something early in a scene, let it breathe, develop other threads, then call back to it when the moment is right. The callback always gets a reaction because the audience has been holding the thread unconsciously. But sometimes you hear something worth returning to and you need to let it go in the moment. Not because it’s unimportant, but because if you’re focused on what you’re going to say next, you’re not listening. Hold it. Let it breathe. Return when it’s right. If the moment doesn’t come, let it go entirely. In design, this is progressive disclosure. Introduce a concept in the hero. Develop it in the body. Call it back at the CTA. The user’s brain has been holding the thread, and the return creates a sense of completion.

“Callbacks.” Some improv forms are built entirely around sourcing from an opening scene. The Harold, which came out of iO Theater, works like this: the ensemble does an opening, then every following scene is inspired by something from that introduction. Three rounds of scenes, each separated by a group interlude, and the whole thing coheres because every beat traces back to the same source material. It sounds formulaic on paper but it feels spontaneous, because the audience recognizes the pattern without being able to name it. This works within a single scene or interaction too. Someone drops something interesting, you let it pass, and when the opportunity arises you bring it back. The chord resolves. It feels satisfying because the pattern was set up and then completed. That’s exactly how a well-designed site should work. The hero introduces the core idea. Every section that follows calls back to it, develops it, reframes it. By the end, the whole experience feels like one coherent thought, not a collection of separate sections.

“(Listen) x (Act + React).” One of my improv teachers gave me this formula for being in the moment. Listen is the prerequisite. Act is what you do. React is the emotional response that drives the action. It makes total sense to me with most people being on autopilot and not being able to lead or control conversations, let alone their thoughts.

In design terms: Listen is what the user perceives in the first moment. Act is what they do in response (click, scroll, leave). React is the unconscious emotional response that determines the action. The formula is a multiplication, not an addition. And that matters enormously, because of what it means when one of the terms is zero.

“If this is true, what else is true?” One insight cascades. If this demographic responds to warmth and faces, what else follows? They probably respond to testimonials with photos. They probably trust video over text. The brand voice should probably be conversational, not clinical. In improv, this is how you build a world from a single detail. In design, it’s how a single user research finding generates an entire design direction.

“It’s not for you, it’s for them.” This is the one I repeat most often. To myself. To clients. To anyone who says “I don’t like that blue.” The design isn’t for you. It’s for the person you’re trying to reach. Yes-and them into it: if we go with the color you prefer, here’s what happens with your target audience. If we go with what the research says, here’s the likely result. Which outcome do you want to choose? Design for the target’s autopilot, not the stakeholder’s comfort.

“What’s familiar to you is novel to others.” This cuts both ways. You’ve looked at your product page 400 times. Your users haven’t. You know every feature by heart. They’re seeing it for the first time. But you can also be nose-deep in something and miss what’s obvious to a fresh pair of eyes. And you can explain things to someone that go completely over their head because you’ve forgotten what it’s like to not have your context. Design for their first encounter, not your hundredth. The curse of knowledge is real and persistent. I’ve watched teams spend weeks debating copy that a user will glance at for half a second. Designing for your own context is the most natural mistake in the world, and it takes active discipline to resist it.



All of those improv rules, the one-buttock playing, and every theme running through this book operate under the same mechanism: how something is perceived matters more than what it contains. And that perception starts before anyone consciously evaluates anything.

Walk into a restaurant. Before you read the menu, before you talk to anyone, you’ve already decided something. How maintained and clean does it feel? How do the menus and the tables feel when you touch them, sticky, wobbly, or unnoticeable because everything’s fine? The lighting temperature. Whether there are plants. What the soundscape is doing. All of it feeds a single unconscious question: is this experience going to be worth my time and money? Prove me wrong or prove me right. That evaluation happens within a second of arriving and sitting down. Websites work the same way. So do product packages, movies, books, art. Everything you encounter uses this first impression mechanism, and you feel something because of it before you’ve consciously decided to.

Gray, Gray, and Wegner’s research (2007) identified two dimensions of mind perception: Agency (competence, the capacity to act) and Experience (empathy, the capacity to care). We judge entities, whether human or digital, on whether they seem capable and whether they seem like they care.

Think about the last time you met someone new and felt immediate interest. Why them? What was different? Now think about everyone else in that room you didn’t notice at all. Same space, same lighting, same context. Your brain was running the same evaluation on everyone and only flagging the ones that passed.

The red flags work the same way. A person who doesn’t take their appearance seriously signals low agency. A website with broken layouts and pixelated images signals the same thing. Someone who hedges every statement reads the same way a website with vague value propositions reads. A person who buries the point under walls of small talk triggers the same impatience as dense paragraphs and buried CTAs. A person who centers themselves with no empathy for what you need triggers the same rejection as a website that talks endlessly about its own history without addressing the user’s problem.

But perception goes both ways. Simons and Chabris demonstrated this in 1999: participants watching a video of basketball passes completely missed a person in a gorilla suit walking through the middle of the frame. Their attention was so directed at counting passes that the most obvious thing in the room was invisible to them. Inattentional blindness. You can design for attention, but attention directed at one thing means blindness to another. That’s another example of knowing the rules well enough to bend them. Once you understand how perception works, you can use it to surface what matters, and you can use it to keep what doesn’t serve the experience out of the way.

All of these evaluations operate at the same speed: unconsciously, in the first seconds, before deliberate analysis begins. How seriously a business takes its presentation is a direct indicator of how seriously they’ll take interacting with you.



Everything Multiplies by Zero

This is where the improv formula becomes the most important insight in the entire methodology.

(Listen) x (Act + React).

It’s a multiplication. If any term is zero, the product is zero.

If Listen equals zero, if the user isn’t attending, if the first impression failed, if the activation point didn’t fire, then it doesn’t matter how good your content is, how compelling your offer is, or how beautiful your design is. Zero times anything is zero. The user is on autopilot. They’re gliding past you. Nothing lands.

This is the listen multiplier. It’s why first impressions aren’t just important. They’re multiplicative. Everything downstream, every piece of copy, every testimonial, every carefully designed CTA, all of it depends on the user being in a state of active attention. And active attention depends on the first impression successfully breaking autopilot.

When I was at the nightclub, I figured this out physically. If my greeting didn’t land, the rest of the interaction was dead. I could say the same words, give the same instructions, apply the same enforcement, but if the person wasn’t listening, none of it registered. They’d argue. They’d push back. They’d make the interaction ten times harder than it needed to be. Not because they were difficult people, but because I’d never activated their attention in the first place.

And what seemed to work at the time was saying “I hope you’re having a good night” instead of asking “how are you doing tonight?” Same thing communicated. One gives something. The other asks for something. The difference in how people responded was immediate and consistent. The greeting that gave something activated listening. The greeting that asked for something activated defense. Try it. Next conversation, next interaction. Give something in your opening instead of asking for something. Watch how the response changes.

In design, the hero section is the greeting. The rest of the page is the conversation that follows. If the greeting fails, the conversation never starts. And if the greeting asks (“Buy now,” “Sign up,” “Learn more”) instead of gives (“Here’s what I think is going on with your problem”), the visitor’s defense activates before attention does. The greeting activated everything. Without it, everything multiplies by zero.



I learned all of this by accident. A kid with autism who couldn’t make eye contact, taking improv classes in Chicago because a friend from a meetup about emotions in games told me to go see a show at iO. I was captivated. The improv didn’t change my analytical nature. It gave the analysis something to operate on.

Writing notes in a bound notebook about scene work principles that turned out to be design principles. Breaking down comedy sets with friends at Second City on Saturday nights, trying to figure out why some things land and others don’t. Dissecting the frog, my best friends called it. The retro after every class, every show, every performance. What worked. Why it worked. Who it worked on. What the audience was actually responding to versus what the performer thought they were doing. That gap, between intent and reception, between what the performer was trying to do and what the audience actually experienced, that’s the same gap I’d been working with since the nightclub. The perception gap.

Turns out that’s how pages work. How brands work. How products, software, anything interactive or spectation-based works. The audience is always right. Not about what they say they want, but about what they actually respond to. The gap between those two things is where all of this lives.

So figure out when you have that bouncing ball of attention in your hands while you’re on stage, or while a viewer is on your site, or while someone is using your product. That’s when you’ve got eyes glued to you. Let’s actually design for that.

Music sets the emotional state. Humor creates the engagement. Stories provide the transformation. And the whole thing depends on listening, on the first moment of genuine attention, because without it, everything multiplies by zero.

It’s simpler than it sounds. Before you worry about what your page says, figure out what it feels like. Before you optimize the copy, check the rhythm. Before you A/B test the CTA, make sure the user is actually listening when they get there. And before any of that, ask the question that makes everything else possible: for whom?

The improv rule underneath all the other improv rules. Every principle in this chapter, the music, the humor, the stories, the relationship model, the listen multiplier, all of it comes back to the same question. Who is this for, and what are they actually experiencing? Not what you think they should experience. Not what the stakeholder wants them to experience. What they’re actually, physically, unconsciously experiencing in the first second they encounter your design.

Design the music first. Then write the lyrics.



Next: The Oath, on why engineers of thoughts and emotions need a Hippocratic oath, and the time I turned down Fortune 500 money.


Key Terms



	Communication hierarchy	Music, humor, stories. Three tools ranked by power for changing how people perceive something. Music (rhythm/pacing) is most powerful, humor second, stories third.

	ITPRA theory	Huron (2006). Five stages of musical response: Imagination, Tension, Prediction, Reaction, Appraisal. Only appraisal is fully conscious. Four-fifths of the response happens before you know you’re responding.

	Rule of eventually	Improv technique of starting a word in one direction and landing somewhere else. Creates anticipation, surprise, delight. Maps to design pattern interrupts.

	The Harold	Long-form improv structure from iO Theater. Three rounds of scenes sourced from a single opening, creating cohesion through callbacks. Maps to site architecture where every section traces back to the hero’s core idea.

	Narrative transportation	Green & Brock (2000). Absorption into a story produces belief changes consistent with the narrative. Stories change beliefs through simulation, not argument.

	(Listen) x (Act + React)	The improv formula for being in the moment. If Listen equals zero, everything multiplies by zero. The listen multiplier is why first impressions are multiplicative, not additive.

	Mind perception	Gray et al. (2007). Two dimensions: Agency (competence) and Experience (empathy). Users evaluate websites the same way they evaluate people.

	Inattentional blindness	Simons & Chabris (1999). Attention directed at one thing creates blindness to another. Perception goes both ways: you can design for what people see and what they miss.
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Chapter 11
The Oath
If you’re designing for perception, you’re engineering thoughts and emotions. The design industry has essentially no shared ethical framework for wielding that power.

A comedian I used to watch in Chicago had a bit about confidence men. The original con, the one the term comes from, was a guy in 1840s New York who’d walk up to strangers, strike up a conversation, and then ask: “Would you have the confidence in me to trust me with your watch until tomorrow?” And people would hand it over. No trick. No sleight of hand. Just a clean, warm, fluent social interaction that felt so natural, so trustworthy, that the mark’s critical evaluation never fired.

That story has bothered me for years. Because the mechanism the confidence man used is the same mechanism I design with.

Processing fluency. Social warmth cues. Pattern-matching that says “this feels right.” The brain’s prediction engine processing smoothly, no errors, no red flags, System 1 gliding right through. Everything I’ve spent ten chapters teaching you to deploy, the confidence man deployed first. He just pointed it at the wrong target.



Here’s the thing about designing for perception: it works. The 50-millisecond verdict, the prediction engine, the fluency effect, the activation points. These mechanisms are real, they’re powerful, and they’re value-neutral. A fluent lie is more persuasive than a disfluent truth. A warm, trustworthy-looking interface can sell a product that doesn’t deserve trust. An activation point can be calibrated to trigger impulse purchases that users regret the next morning.

If you’re a designer working in the perception layer, you are, whether you like the framing or not, an engineer of thoughts and emotions. You decide where attention goes. You decide what feels trustworthy. You decide which predictions to match and which to break. You decide what the user thinks about, and when, and how it makes them feel.

That’s power. And the design industry has essentially no shared ethical framework for wielding it.

The ACM Code of Ethics exists. It’s thoughtful, comprehensive, and almost nobody outside of academia has read it. I’ve asked designers at conferences. I’ve asked them in interviews. I’ve asked them in workshops. Blank stares. The closest thing most practicing designers have to an ethical framework is “I wouldn’t do anything I felt gross about,” which is not a framework. It’s a vibes check.

Vibes checks fail when the incentives push hard enough.



Three Tests in Sixty Seconds

So I built one. Not a manifesto. Not a poster for the office wall. Three tests you can run on any design decision in sixty seconds, right there in the review session, before anything ships.

The Alignment Test: Does this design bring perception closer to reality, or further from it?

Berdichevsky and Neuenschwander proposed this in 1999, in one of the earliest papers on the ethics of persuasive technology. They argued that any technology designed to change attitudes or behaviors has an obligation to change them in the direction of truth. Not the designer’s truth. Not the client’s truth. Actual reality.

When Simply Smart Home’s site looked like a $25 overseas knockoff despite selling a $150 product that actually worked, perception was below reality. Closing that gap upward is correction, not manipulation. The product was good. The perception was bad. I brought them into alignment.

The violation goes in the other direction. If the product is mediocre and the site makes it look premium, if the service is slow and the messaging promises speed, if the company culture is toxic and the careers page radiates warmth, that’s inflating perception above reality. That’s the confidence man’s watch trick with better typography.

The same mechanism shows up in physical products. A cheap gadget with unnecessary weight added to the housing so it “feels” substantial. A mid-tier brand that plasters a celebrity endorsement across the packaging so the product inherits status it didn’t earn. These are perception inflation through physical and social signals: manufacturing the feeling of quality without the substance of it. The channel changes. The trick doesn’t.

The Sincerity Test: If the user fully understood what this design choice does, would they feel served or exploited?

This one comes from Friestad and Wright’s Persuasion Knowledge Model (1994). Their research showed something that most designers don’t realize: people don’t object to being persuaded. We know ads try to sell us things. We know stores are designed to move us through a path. We know salespeople are working an angle. We’re fine with it, mostly, as long as we believe the persuasion is sincere.

What triggers resistance, what Friestad and Wright call the “change of meaning” moment, is when the user realizes the persuasion was designed to benefit someone other than them. Campbell and Kirmani expanded this in 2000, showing that users who detect an ulterior motive don’t just resist the specific tactic. They downgrade their entire evaluation of the source. Trust doesn’t bend. It breaks.

Perceived intent changes everything. Langer, Blank, and Chanowitz demonstrated this in 1978 with a study so clean it still holds up nearly fifty years later. A researcher approached people waiting at a copy machine and asked to cut in line. Three conditions.

“Excuse me, may I use the machine?” got about 60% compliance. “Excuse me, may I use the machine, because I’m in a rush?” got 94%. And “Excuse me, may I use the machine, because I need to make copies?” got 93%.

That last reason is meaningless. Everyone at a copy machine needs to make copies. But the word “because” signaled intentionality, signaled a reason existed, and that was enough. People processed the structure of the request and waved it through without evaluating the content.

But only for small asks. When the request got costly (20 or more pages), the placebic reason stopped working. People started evaluating what came after the “because.”

This is the dynamic that matters for design ethics. A tiny dark pattern, a pre-checked newsletter box, a slightly confusing unsubscribe flow, gets waved through the same way. The user processes the structure (“this looks like a standard form”) and moves on.

But when the cost escalates, when the stakes get personal, users start reading the actual intent behind the design. And when they realize the “because” was empty, when they see that the unsubscribe button was tiny on purpose, that the cancellation flow was deliberately obstructed, trust doesn’t erode gradually. It collapses. The same action perceived as accidental gets patience. Perceived as deliberate, it gets fury.

This response is not cultural. It is developmental. Fehr, Bernhard, and Rockenbach (2008) demonstrated egalitarianism in children as young as three, published in Nature. McAuliffe and colleagues (2017) reviewed the developmental evidence and found that children across cultures engage in costly punishment of unfairness, rejecting unequal offers even when rejection costs them personally.

Fairness is not a learned preference. It is a developmental constant that appears before conscious reasoning is fully online. When a design promises one thing and delivers another, the response is visceral and immediate because it triggers mechanisms that predate the user’s ability to articulate why they’re angry.

So the sincerity test isn’t “is this persuasive?” Everything I design is persuasive. The test is: if I pulled back the curtain, if I showed the user exactly how this layout directs their attention, exactly how this color palette builds trust, exactly how this copy sequence moves them toward the CTA, would they feel like I was working for them? Or against them?

The Golden Rule: Would I consent to being influenced by this technique if I were the user?

This one doesn’t need a citation. It needs honesty. I browse the web. I buy products. I fill out forms and sign up for trials and click “accept” on terms of service. When I encounter a design that respects my time and intelligence, that makes a genuinely good thing easy to find and evaluate and buy, I appreciate it. When I encounter a design that hides the unsubscribe button, pre-checks the newsletter box, makes the “decline” option look like a guilt trip (“No thanks, I don’t want to save money”), I remember. And I don’t come back.

Every time Microsoft uses an update cycle to ask whether I want OneDrive as my default storage, I feel the same violation. Every time Adobe pushes a new feature tooltip on app launch that I have to close before I can work, same thing. Software that uses updates to reset user preferences or push unwanted services is the digital equivalent of a restaurant that brings you a more expensive dish than you ordered and hopes you won’t send it back. Microsoft and Adobe survive it because of monopoly lock-in, not because users forgive them. The golden rule test fails every time. No one at Microsoft wants their OS settings overwritten by a vendor during a security update.

The golden rule is the final filter because the other two tests can be gamed. You can argue that a misleading progress bar “brings perception closer to the reality of completion.” You can argue that an aggressive upsell “serves the user’s need for the premium tier.” But you can’t honestly say you’d want to be on the receiving end of a confirm-shaming modal. Not if you’re being straight with yourself.



Dark Patterns Are Cheap Laughs

Dark patterns are the cheap laughs of design.

I mean this literally, not metaphorically. In comedy, a cheap laugh is a joke that gets a reaction through shock, crudeness, or punching down. It works once. The audience laughs. But they don’t respect you for it, and they don’t come back because of it. A cheap laugh trades long-term audience trust for a short-term metric (laughter in the room right now).

Harry Brignull coined the term “dark patterns” in 2010, formalizing the concept in A List Apart the following year. Gray, Kou, Battles, Hoggatt, and Toombs published the definitive taxonomy in 2018: nagging, obstruction, sneaking, interface interference, forced action.

Every one of these patterns converts short-term. The hidden subscription charges. The roach motel you can check into but can’t check out of. The misdirection that moves the “cancel” button between screens. They all produce the number someone asked for on the dashboard this quarter.

And they all destroy trust.

Cheap laughs get old fast. I get it, I get it, yeah yeah, another one, wow. The audience checks out because the pattern is transparent and the comedian isn’t risking anything.

Del Close and Charna Halpern wrote the book on this, literally. Truth in Comedy (1994), the manual that came out of iO Theater. Their core principle: “The truth is funny. Honest discovery, observation, and reaction is better than contrived invention.” One of the biggest mistakes a performer can make is trying to be funny. If the audience senses you’re reaching for the laugh, you’ve made the job harder. Real humor comes from finding the joke in the reality of the moment, not from sacrificing reality to crack a cheap one.

Close called the cheap version “going for the joke.” Sacrificing the truth of a scene to get a reaction. It works once. But generosity, making your scene partner and their ideas look as good as possible, that’s what builds the group mind. That’s what makes an ensemble feel like they’re reading each other’s thoughts. The audience can’t fake-detect generosity because it’s not a technique. It’s an orientation.

Tina Fey is the clearest example. She came up through iO and Second City, trained directly in the Del Close lineage, and her whole approach is this principle in action. Her run on SNL, first as head writer then Weekend Update with Amy Poehler, was built on elevating the people around her rather than centering herself. The 30 Rock writers’ room ran on “yes, and” as a production methodology, not just a comedy rule. She designed the systems that made other people funnier. That’s generosity as architecture, not generosity as performance.

Expensive laughs are sustainable and scalable because they’re rooted in truth. Comedians build entire careers on them. It takes longer to set up. It requires understanding the room. It doesn’t always land on the first try. But when it works, it builds a relationship between the comedian and the audience that compounds over time. They come back. They bring friends. They buy the special.

PFD is the expensive laugh. Genuine emotional resonance built on real value, designed to compound. It takes more skill. It requires the product to actually be good. It doesn’t produce a spike on the dashboard this quarter. But the clients I’ve worked with for five, seven, nine years didn’t stay because I tricked their users into converting. They stayed because their users kept coming back.

But expensive laughs depend on the comedian’s judgment in the moment. What happens when the comedian gets tired, or the club owner is pressuring them to do the crowd-pleasing bit they know is cheap? That’s the limit of individual ethics. It took me years to articulate this as a distinction: operational ethics versus structural ethics.



Operational vs. Structural Ethics

The three tests are operational ethics. One designer, one review session, one decision. Does this button placement pass the alignment test? Does this copy pass the sincerity test? Would I accept this modal as a user? One practitioner, one moment, one call.

Operational ethics are necessary. They’re also insufficient.

They assume the designer has good values, clear judgment, and the organizational power to act on both. In practice, designers get tired. They get pressured. They get incentivized. A PM says “we need this metric up by Thursday.” A client says “make the cancel flow harder.” A stakeholder says “can we just default them into the annual plan?” And the designer, who passed the ethics test on Monday, cuts a corner on Friday because the sprint needs to close.

Structural ethics work differently. They build the ethical constraints into the system itself, so they hold regardless of any individual practitioner’s judgment on any given Tuesday.

My business model is structural ethics. Build, Host, Retain. I don’t do one-off projects without ongoing hosting. I don’t build a site and disappear. If I inflate perception beyond reality, I’m the one who has to maintain the gap. I’m the one fielding support tickets from users who feel misled. I’m the one watching the analytics when the return rate climbs and the reviews turn negative.

That structure filters out a specific type of client before the engagement even starts: the ones who want perception inflated beyond reality. They don’t want a long-term relationship. They want a quick flip. They want someone to make their mediocre product look premium, take the money, and move on. My model doesn’t serve that. It’s not designed to.

It’s not that I’m more ethical than other designers. It’s that my business model makes it structurally expensive to be unethical. The incentives are aligned with the tests. That’s the point.

Operational ethics assumes good values. Structural ethics enforces them. A framework that relies only on operational ethics fails when the practitioner is rushed or incentivized to cut corners. A framework that relies only on structural ethics fails when a novel situation falls outside the rules. PFD uses both.

What happens when structural ethics are absent

Cory Doctorow named it in 2023: enshittification. Platforms follow a three-stage decay cycle. First, be good to users to attract them. Then, abuse users to benefit business customers (advertisers, agencies, merchants). Finally, abuse business customers to extract maximum value for shareholders. The business model incentivizes progressive exploitation. Each stage feels rational to the people running it. The structure makes the unethical outcome the default outcome.

Facebook is the textbook case. Between 2015 and 2018, they inflated video viewing metrics by 150 to 900 percent. Not a methodology dispute. Not a rounding error. The amended class-action complaint revised the initial estimates upward; Facebook settled for $40 million.

The inflated numbers told media companies that video was the future. CollegeHumor gutted its editorial staff. Funny or Die laid off most of its writers. Mic, a news outlet with tens of millions of monthly readers, fired its entire editorial team and pivoted to video production. Within two years, Mic sold for a reported $5 million after being valued at $100 million.

That’s the confidence man’s watch trick at planetary scale. Facebook fabricated the perception of video value, and an entire industry restructured around the lie. These companies had profitable text and image operations. They destroyed them to chase metrics that were fake.

Build-Host-Retain is the inverse structure. My model makes it expensive to inflate perception because I’m the one who lives with the consequences. Enshittification makes it expensive not to inflate perception because every stage of the decay cycle rewards the company that extracts more from its users. The incentives point in opposite directions. That’s not an accident. It’s the whole point of structural ethics.

And the harm compounds. Ardoline and Lenzo (2025) published the first peer-reviewed paper connecting enshittification to cognitive harm. They introduced the concept of cognitive deskilling: when platforms degrade, users who have offloaded cognitive tasks to those platforms lose the capacity to perform those tasks independently. The damage is not transactional. Users don’t just lose a service. They lose the ability to do what the service used to do for them. Doctorow endorsed the paper. The American Dialect Society had already named “enshittification” its 2023 Word of the Year.



The Fluency Trap

There’s a thing I need to name honestly, because if I don’t, someone else will, and they’ll be right to.

I call it the fluency trap.

Processing fluency, the mechanism at the heart of Layer 2, is value-neutral. “If it’s easy to process, it feels true.” That’s Reber and Schwarz, 1999. The effect doesn’t care whether the thing being processed is actually true. A fluent lie feels truer than a disfluent truth. A clean, well-designed scam site feels more trustworthy than a legitimate but poorly designed one. The mechanism doesn’t evaluate content. It evaluates processing ease. And it assigns truth-value based on that ease.

This means that by optimizing for fluency, by making my designs smooth, consistent, easy to process, I’m making it harder for users to engage the critical evaluation that would catch deception. The very thing that makes PFD effective (reducing prediction error, keeping the user’s processing smooth through the desired path) is the same thing that can prevent them from stopping to question whether they should.

This is ontic occlusion baked into the mechanism. I borrowed that term from a colleague and friend, Cory Knobel, who uses it to describe how one representation of reality blocks another from being seen. My framework makes certain things visible (perception gaps, trust signals, fluency) and in doing so makes other things harder to see (the question of whether fluency itself should be interrupted).

The harm compounds over time. Ardoline and Lenzo’s cognitive deskilling research (2025) applies directly here. When a platform optimizes for fluency unethically, users who offload evaluation to that platform’s cues (the smooth interface, the trustworthy layout, the frictionless flow) gradually lose their capacity to evaluate independently.

Unethical fluency optimization does not just suppress critical evaluation in the moment. It degrades the user’s capacity for critical evaluation over time. The dark pattern makes the user worse at recognizing dark patterns. That is not a side effect. It is the mechanism working as designed.

Pennycook and Rand (2019) found that susceptibility to fake news was driven by insufficient analytical thinking, not partisan bias. People who scored higher on analytical reasoning tests were better at distinguishing fake from real news regardless of political alignment. The problem was not ideology. The problem was insufficient cognitive engagement.

Designs that reduce cognitive engagement, that make everything smooth and easy and frictionless, make users more vulnerable to deception. That is not a misuse of fluency. It is fluency doing exactly what it does, applied without the ethical constraints that determine whether it serves the user or exploits them.

I don’t have a clean solution for this. The three ethical tests help. If the alignment test is honest, then fluency is being deployed on behalf of truth, not against it. But the tests depend on the designer’s judgment about what “truth” and “reality” are, and those judgments are themselves subject to the fluency trap.

I know my own biases better than most people know theirs (the autism helps with that, actually; I’m relentlessly self-monitoring). But knowing your biases doesn’t eliminate them. It just means you can name what you’re probably missing.

The honest statement is this: PFD is a loaded weapon. The safety is the designer. If the designer’s judgment is compromised, by incentives, by self-deception, by honest ignorance, the weapon still fires.



Steve Krug didn’t address ethics. He didn’t need to. His book is about usability, about reducing cognitive friction so users can accomplish their goals. There’s not much ethical ambiguity in making a navigation menu clearer or reducing the number of form fields. Usability optimization is, for the most part, unambiguously good for the user.

PFD doesn’t operate in the usability layer. It operates in the persuasion layer. The perception layer. The layer where you’re not just removing barriers to what the user already wants to do, but actively shaping what they notice, what they trust, what they feel, and what they do next. That layer demands ethical guardrails in a way that usability never did.

That omission isn’t a criticism. It’s a scope observation. His book covers its territory completely and well. But if you take the techniques in this book and apply them without the ethical framework in this chapter, you are building confidence tricks. Fluent ones. Effective ones. The kind that don’t trigger the persuasion knowledge response because you’ve designed them not to.

That’s not what this framework is for.



The mandate, stated plainly:

Perception-First Design removes perception barriers between users and genuine value. It does not create the perception of value where none exists.

The designer is responsible for the perception layer. The organization is responsible for the value layer. When these diverge, the designer’s obligation is to the user.

Simply Smart Home is the clean case. The product was good. Families genuinely stayed more connected using those digital picture frames. The tablets worked. The price was fair for the functionality. But the website looked like an overseas knockoff. The marketing led with feature specs instead of emotional connection. The brand system was a template that communicated “$25” when the product justified “$150.”

Perception was below reality. I closed the gap upward. Revenue tripled. Not because I manufactured desire. Because I removed the perception barriers that were blocking people from seeing value that actually existed.

The violation occurs in the opposite direction. If the product was mediocre and I made the site look premium, if the service was unreliable and I designed the experience to feel seamless, if the value wasn’t there and I manufactured the perception of it, that’s the confidence man with the watch. That’s the cheap laugh. That converts this quarter and craters next year.



I think about this more than most designers do. Partly because of the framework. When you name the mechanisms explicitly, when you write down “processing fluency makes things feel true whether they are or not,” you can’t pretend you don’t know what you’re holding. The knowledge creates the obligation.

Partly because of the nightclub. At the door, I had power over people’s nights. I decided who got in and who didn’t. I could have abused that power, and I saw other bouncers who did. The ego trip. The petty gatekeeping. The “that violates our dress code” or turning people away for some made-up reason as a proxy for “I don’t like you.” That was perception manipulation too, just crude. I chose to use the position differently. To make the experience better for everyone who showed up, regardless of who they were. To conduct instead of command.

And partly because I’ve spent years building for communities that have been on the wrong end of perception manipulation for generations. Communities that know what it feels like when someone else controls how they’re seen. You develop a different relationship with the tools when the people you serve have been shaped by other people’s perceptions their entire lives. You don’t get to be cavalier about the power.

The oath isn’t complicated. Three tests. Sixty seconds. Before anything ships.

Does this bring perception closer to reality?

If the user knew what this does, would they feel served?

Would I accept this as the user?

If all three pass, ship it. If any one fails, redesign it.

That’s it. No manifesto. No certification. No twelve-step program. Just three questions and the honesty to answer them.

The hard part was never the test. The hard part is the honesty.



Next: What I Don’t Know Yet, on the questions this framework can’t answer and the blind spots I haven’t figured out how to see past.


Key Terms



	The Alignment Test	Does this design bring perception closer to reality, or further from it? Based on Berdichevsky & Neuenschwander (1999).

	The Sincerity Test	If the user fully understood what this design choice does, would they feel served or exploited? Based on Friestad & Wright’s Persuasion Knowledge Model (1994).

	The Golden Rule	Would I consent to being influenced by this technique if I were the user?

	Dark patterns	Brignull (2010/2011), Gray et al. (2018). Design patterns that convert short-term by exploiting users: nagging, obstruction, sneaking, interface interference, forced action. The cheap laughs of design.

	Operational vs. structural ethics	Operational: three tests run by one designer on one decision. Structural: ethical constraints built into the business model itself, holding regardless of individual judgment.

	The fluency trap	Processing fluency is value-neutral. A fluent lie feels truer than a disfluent truth. By optimizing for fluency, PFD can make it harder for users to engage critical evaluation.

	Ontic occlusion	Knobel. Any representation of reality blocks other representations from being seen. PFD makes perception visible and in doing so occludes other concerns.

	Enshittification	Doctorow (2023). Three-stage platform decay: good to users, then abuse users for business customers, then abuse business customers for shareholders. The structural ethics failure case.

	Cognitive deskilling	Ardoline & Lenzo (2025). When platforms degrade, users who offloaded cognitive tasks lose the capacity to perform those tasks independently. Harm compounds over time.
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Chapter 12
What I Don’t Know Yet
A framework that doesn’t name its own blind spots isn’t confident. It’s careless.

Every framework is a flashlight. It illuminates what it points at and leaves the rest in the dark.

I’ve spent eleven chapters telling you what Perception-First Design sees. The five layers, the diagnostic, the ethics, the cases, the science. And all of it is real. It works. I’ve watched it work for fifteen years across dozens of projects, from a nightclub in Santa Barbara to Costco pallets to improv theaters to the site you’re reading this on. The pattern holds.

But a framework that doesn’t name its own blind spots isn’t confident. It’s careless. So this final chapter is about what I don’t know, what PFD doesn’t see, and what I haven’t figured out yet. Not as a performative gesture of humility. As an honest accounting from someone who takes this seriously enough to tell you where the edges are.



The WEIRD Problem

The evidence base for PFD is predominantly WEIRD: Western, Educated, Industrialized, Rich, Democratic. That’s the term Henrich, Heine, and Norenzayan coined in 2010 to describe the narrow sample that most psychology research draws from. And it applies directly to everything I’ve built.

The underlying cognitive architecture, predictive processing, working memory limits, first-impression formation, that stuff is expected to generalize across humans. Brains are brains. Clark’s prediction machine model doesn’t stop working when you cross an ocean.

But the parameters are culturally shaped. Which visual patterns signal trust. What counts as “too much” cognitive load. How processing fluency maps to credibility. Whether a face in the hero section reads as warmth or as surveillance. These are not universal constants. They’re learned associations, and they’re learned differently in Osaka than in Ohio.

I’ve applied PFD in Western e-commerce and entertainment. That’s my dataset. Whether the five-layer dependency order holds in collectivist markets, in cultures with non-Latin typographic traditions, in markets where trust signals are fundamentally different from what I’ve calibrated against, that was an open question when I first wrote this book.

Recent cross-cultural research has resolved part of it.

Takahiko Masuda and Richard Nisbett showed in 2001 that East Asian observers attend to background and relational context while Western observers focus on foreground and focal objects. Four years later, Hannah Chua, Julie Boland, and Nisbett replicated this with eye-tracking: the same scenes produce different scanning patterns depending on the viewer’s cultural background.

Joshua Goh and his colleagues found cultural differences in face-processing cortex activation in 2010. And Li-Jun Ji, Nisbett, and Yanjie Su had shown earlier, in 2001, that prediction direction itself varies cross-culturally.

Westerners tend to assume linear continuation. East Asians more often anticipate non-linear reversals.

What this evidence resolves: the cognitive architecture is universal, the calibration is cultural.

The five-layer stack holds across populations. What differs is the parameters. L1 calibration (what triggers trust) and L3 calibration (what predictive priors load automatically) have to be validated against target-market users before any design rolls across regions.

Meta-rule: layer requirements are universal; layer calibration is cultural. PFD cannot claim cross-cultural universality without this step.

What the evidence doesn’t resolve: L2 processing-fluency effects across non-Latin typographic traditions, L4 decision-architecture priors across markets with different default authority structures, and whether the dependency-stack ordering itself holds invariant across high-context vs low-context cultures. Those stay open.

Partially resolved is not the same as resolved. But it’s also not the same as unknown. The architecture-vs-calibration distinction is now a working premise, not a guess.



The Measurement Gap

The 5-Minute Perception Audit is the most accessible thing in PFD. It’s the part I can teach a business owner in an hour. It’s directionally correct, fast, and useful.

It’s also not validated.

I mean that in the technical sense. There’s no inter-rater reliability data. I haven’t run a study where two PFD practitioners independently audit the same site and I measure whether they converge on the same layer diagnosis. I haven’t compared audit outcomes against controlled user research to see if the heuristic catches what the empirical methods catch. The audit is based on my pattern library, my sensitivity, my years of doing this. It works for me. I believe it works for others who learn it. But I don’t have the numbers to prove it.

The gap between “expert intuition with a framework” and “teachable, repeatable diagnostic” is real. Right now PFD sits closer to the first one. Getting it to the second would mean running the kind of validation studies that turn a practitioner framework into something publishable in a peer-reviewed journal. That’s work I want to do. I haven’t done it yet.

I’m naming this because I think the honesty is more useful than the spin. A lot of design methodologies claim rigor they don’t have. The “proprietary process” that’s really just “the person who built it is good at design.” I don’t want to be that. If PFD’s diagnostic is going to claim it’s teachable and repeatable, I need the evidence. I’m working on it.



First Encounters vs. Visit 100

PFD describes first encounters well. That’s what the five-layer stack was built for. Activation points, first impressions, the mental waterfall from cognitive load to decision architecture. All of it is optimized for what happens when someone arrives at your site for the first time.

But user relationships evolve. And I’m not sure how the framework applies to visit 100.

At visit 100, the prediction errors that activated on visit 1 are now expected. The user’s brain has updated its model. Your site is no longer novel. The fluency that felt trustworthy on first encounter has become invisible, the way you stop noticing the hum of your refrigerator. The activation points that broke autopilot on the first visit are now part of the autopilot.

Does the five-layer stack apply the same way to retention? To long-term engagement? To the moment when a loyal user starts to drift? I think it does, but in a different mode. The dependency order probably holds. But the interventions at each layer would need to be different. You’re not designing for first-impression trust anymore. You’re designing against habituation. Against the slow fade of attention that comes from familiarity.

There’s research on this. Berlyne’s work on novelty and arousal from the 1970s. More recent work on hedonic adaptation. But I haven’t integrated it into PFD in any systematic way. The framework is weighted toward first contact, and I haven’t done the work to extend it to the full lifecycle. That’s a gap, and it matters for anyone using PFD on a product with a long user relationship.



The Calibration Problem

Here’s the one that keeps me up at night.

The diagnostic starts with Feel. Arrive at the page. Let the emotional response fire before your conscious brain translates it. “This makes me feel X.” That pre-verbal read is the primary instrument of the entire methodology.

But that instrument is calibrated by my own culture, class, neurotype, and aesthetic history. I named this in Chapter 3: the autism gives me analytical social cognition, the ADHD gives me friction sensitivity. I called it a tuning fork. And it is. But every tuning fork has a frequency, and mine is not universal.

I’m a half-Mexican, half-Ukrainian, college-educated, neurodivergent man who grew up in Southern California and lives in San Francisco. My “feel” is calibrated by that. The things that trigger my friction response, the things that register as warm or cold, the things that read as trustworthy or sketchy, those responses are shaped by my life, not by some objective standard.

I named my neurodivergence as an advantage. Heightened sensitivity to friction. And it is. But heightened sensitivity to friction could also mean under-sensitivity to other things. Social warmth cues that are obvious to neurotypical designers. Cultural signifiers outside my experience. Accessibility needs I don’t personally feel. Emotional tones that register differently for people whose nervous systems are wired differently from mine.

The diagnostic instrument has its own biases. And PFD doesn’t yet have a protocol for calibrating them. I’ve told you to “know your instrument” and “compensate for its tuning.” That’s honest advice. But it’s also incomplete. Knowing your own biases is necessary. It’s not sufficient. You need external input, diverse perspectives, real user data, to catch what your instrument misses. And right now, PFD doesn’t formalize that. The Feel step is personal. The correction for the Feel step’s blind spots is... informal. That needs to get better.



Accessibility: Optimization vs. Rights

Accessibility sits in an uncomfortable place in PFD.

The framework handles it through Layer 0 (cognitive load reduction) and Layer 2 (processing fluency). This produces good accessible design in practice. Sites built with PFD tend to be more accessible than average because the framework naturally prioritizes clear hierarchy, readable text, manageable information density, and consistent interaction patterns. The curb cut effect I described in Chapter 3 is real, and it runs through the whole methodology.

But disability justice scholars make a different argument, and I think they have a point. They say accessibility is a rights issue, not an optimization target. And PFD’s lens is fundamentally utilitarian. It frames accessibility through “does this reduce cognitive load” and “does this improve processing fluency.” Those are optimization questions.

They produce good outcomes, but the reasoning is instrumental. You optimize because it converts better, because it reaches more users, because it reduces friction across the board.

The disability justice framing says: you make things accessible because people deserve access. Full stop. Not because it improves your conversion rate. Not because it happens to benefit other users too. Because excluding people from designed experiences is a harm, and the obligation to not cause that harm doesn’t depend on whether it helps your bottom line.

I think both frames are true. I think PFD’s utilitarian lens gets you 80% of the way to good accessible design, and the rights-based frame covers territory the optimization lens never reaches. But I also think there are cases where they conflict. Where the utilitarian calculation says “this accessibility investment doesn’t improve outcomes for enough users to justify the cost” and the rights-based calculation says “doesn’t matter, do it anyway.”

PFD currently lives in the first calculation. The framework gives you tools to build accessible design. It doesn’t give you a reason to build accessible design when the tools say it’s not worth it. That’s a gap. And I’m not sure a practitioner framework can close it. It might require something more like a value commitment that sits outside the framework entirely.



The AI Question

And then there’s the question I get asked most often by other designers: what happens when AI generates the design?

PFD’s diagnostic starts with a human body. The Feel step, the pre-verbal emotional read, the “neurodivergent tuning fork” that resonates at the slightest vibration. The methodology is built around the idea that the designer’s own perceptual system is the primary instrument. You feel the design before you analyze it. You feel the friction before you name the layer.

Can an AI do that?

I’m genuinely uncertain. Not as a rhetorical gesture. I don’t know. Current AI systems can analyze visual hierarchy, check contrast ratios, evaluate reading level, flag inconsistent spacing. They can run the mechanics of the Perception Audit faster than I can. But the Feel step isn’t mechanics. It’s the pre-verbal emotional response of a nervous system that has spent decades being shaped by culture, aesthetics, social interaction, and the particular way my brain processes sensory input.

If the diagnostic can be automated, PFD scales beyond the individual practitioner. That’s exciting. But what’s lost when the instrument is no longer a human body? The whole methodology grew from a specific kind of embodied sensitivity. The friction I feel in a cluttered interface. The warmth I notice when a hero section gets the first impression right. The unease I can’t name until I’ve sat with it for ten seconds and let the feeling resolve into language.

An AI running the diagnostic would be running a different diagnostic. Maybe a better one in some dimensions. Faster, more consistent, less biased by the designer’s own calibration. But the pre-verbal feel, the part that catches things before they have names, I don’t know if that transfers. And if it doesn’t, then PFD has a ceiling on how far it scales without a practitioner in the loop. It’s a methodology and tool for practitioners to automate work they can vet, not a system that replaces the practitioner entirely.

I think the future is both. AI handles the analysis, the layer-by-layer audit, the pattern matching. The human handles the feel. But I haven’t figured out where the handoff goes, and I’m not pretending I have.



Ontic Occlusion

Cory Knobel introduced me to a concept that applies directly to this chapter: ontic occlusion. The idea that any representation of reality blocks other representations from being seen. Every lens that makes something visible makes something else invisible.

PFD makes perception visible. It makes the gap between how things are and how things are experienced into something you can diagnose and design for. But in doing that, it occludes things.

Structural power dynamics. PFD’s ethical test says “align perception with reality.” But it doesn’t interrogate who decides what “reality” is. When Simply Smart Home’s product page undersold a good product, the reality was clear. But what about a company whose product is mediocre and whose “reality” is ambiguous? The designer choosing which reality to align with is itself a power move. PFD doesn’t surface that.

Individual vs. collective effects. PFD models one user’s cognitive journey. It doesn’t model what happens when thousands of users are conducted through the same waterfall simultaneously. Individual perception optimization can produce collective harms: engagement loops, attention extraction at scale, homogenization of choice. The methodology’s unit of analysis is the user. The effects that emerge at population scale are outside its frame.

The fluency trap. Processing fluency is Layer 2’s core mechanism: if it’s easy to process, it feels true. That mechanism is value-neutral. It works for honest brands and dishonest ones. A fluent lie is more persuasive than a disfluent truth. PFD’s ethical tests catch deliberate manipulation. But they don’t address the structural problem: by optimizing for fluency, the framework makes it harder for users to engage the critical evaluation that would catch deception. The very thing that makes PFD effective (reducing prediction error, keeping users on the path) is the same thing that can prevent them from stopping to question.

That’s ontic occlusion baked into the mechanism. And I don’t have a clean answer for it.



I started this book with a story about a barback getting chewed out by his boss on a Tuesday night. The boss saw one snapshot, formed an impression, acted on it like it was the full picture. His perception didn’t match reality.

Twelve chapters later, I’ve given you a framework for seeing those gaps and designing for them. Five layers. A diagnostic. An ethical test. Specific cases where it worked. Specific science that explains why.

And now I’ve given you the list of things I haven’t figured out. The cultural limits of my evidence base. The measurement gap in my diagnostic. The temporal dynamics I haven’t modeled. The biases in my own instrument. The accessibility frame that my utilitarian lens can’t fully hold. The AI question that could either extend the methodology or break its foundational assumption. The structural blind spots that the framework occludes by the very act of making perception visible.

A living methodology names its edges. That’s what this chapter is for. Not to undermine what came before, but to mark the places where the next work needs to happen. Mine, or someone else’s.

I believe this framework is true. I believe the layers are real, the dependency order is real, the diagnostic works. I believe the science supports it and the results demonstrate it. I also believe that the version of PFD I’ve described in these twelve chapters is an early version of something that could be much more complete. The bouncer who got promoted because he noticed a perception gap, the designer who turned that instinct into a methodology, the person writing this sentence right now, we’re all the same person at different points in the same long process of figuring out how humans actually perceive, and what to do about it.

Design is intentionality from our minds into reality. That’s stupidly profound when you sit with it.

Design is a lens of empathy to solve with. For whom. Always for whom.

“Life could be worse, Calvin.”
“Life could be a lot better, too!”

Bill Watterson, Calvin and Hobbes


Key Terms



	WEIRD	Henrich, Heine & Norenzayan (2010). Western, Educated, Industrialized, Rich, Democratic. The narrow cultural sample most psychology research draws from. PFD’s evidence base is predominantly WEIRD.

	Calibration vs. architecture	The cognitive architecture (predictive processing, working memory limits, face processing) generalizes across humans, confirmed by cross-cultural research (Masuda & Nisbett, 2001; Chua et al., 2005; Goh et al., 2010; Ji et al., 2001). The calibration (what signals trust, what counts as too much load) is culturally shaped and must be validated against target-market users before cross-regional rollout.

	Hedonic adaptation	The tendency for the impact of repeated stimuli to diminish over time. PFD is optimized for first encounters but hasn’t been systematically extended to visit 100.

	Ontic occlusion	Knobel. Any representation of reality blocks other representations from being seen. Every lens that makes something visible makes something else invisible.

	The fluency trap	Processing fluency is value-neutral. Optimizing for fluency can prevent users from engaging critical evaluation. The safety is the designer.







References



	Henrich, Heine & Norenzayan (2010)	The weirdest people in the world? Behavioral and Brain Sciences, 33(2–3), 61–83.

	Masuda & Nisbett (2001)	Attending holistically versus analytically: Comparing the context sensitivity of Japanese and Americans. Journal of Personality and Social Psychology, 81(5), 922–934.

	Chua, Boland & Nisbett (2005)	Cultural variation in eye movements during scene perception. Proceedings of the National Academy of Sciences, 102(35), 12629–12633.

	Goh et al. (2010)	Culture differences in neural processing of faces and houses in the ventral visual cortex. Social Cognitive and Affective Neuroscience, 5(2–3), 227–235.

	Ji, Nisbett & Su (2001)	Culture, change, and prediction. Psychological Science, 12(6), 450–456.

	Clark (2013)	Whatever next? Predictive brains, situated agents, and the future of cognitive science. Behavioral and Brain Sciences, 36(3), 181–204.

	Berlyne (1971)	Aesthetics and Psychobiology. Appleton-Century-Crofts.








Afterword

Thank you for reading this. The whole thing. That means more than I can put into a sentence. If something landed, or if something didn’t, send me an email and tell me your thoughts. I’d love to hear from you.

This book started as notes in a bound notebook and became a methodology and then became whatever this is. It wouldn’t exist without the people who believed in me while I was figuring it out. My loved ones, my chosen family, the friends who listened to me talk about processing fluency at dinner and didn’t change the subject. You know who you are. Thank you for being there along the journey and for believing in me when the evidence was mostly just enthusiasm and a spiral of half-formed ideas.

And to you, the reader: I hope something in these twelve chapters changed how you see. That’s all I was trying to do.

Stefan Kovalik
San Francisco, 2026
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Perception-First Design for the Post-Usability Era. Steve Krug wrote the definitive book

about the foundation layer. This one covers the other four layers, plus the ethics, the

science, and the nightclub where it all started.
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Chapter 1: The Bouncer

The origin story. How three years reading faces at a nightclub door turned into a

design methodology. Barback to head of security, 1,500+ faces a night, decisions

made in milliseconds.





